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Abstract

Since systolic arra ys w ere �rst prop osed b y H. T. Kung and C. E. Leiserson in 1978, one

of the ma jor problems has b een: Ho w can an algorithm b e impleme n ted on an arra y as

fast and as easily as p ossible? The studies describ ed in this thesis presen t a consideration

of the problem of implem en ti ng the Gram-Sc hmidt orthogonalization (GSO) metho d for

matrices of arbitrary order. This is ac hiev ed on a �xed size systolic arra y whic h has a

soft w are library of matrix op erators as an in terface. The algorithm is written in terms of

matrix op erators, whic h con trasts with the usual v ector form to b e found in man y sources.

The p erformance of the systolic algorithm w as ev aluated using a systolic sim ulation system

that w as dev elop ed b y the author. The rep orted w ork in this thesis sho ws that a v ersatile

matrix in terface using a suite of matrix functions written in an existing language (in this

case, the C programming language) is a go o d approac h to tak e for implem en ti ng systolic

algorithms.

As part of the studies, a review of systolic arc hitectures is presen ted. This review outlines

the original systolic arc hitectures dev elop ed b y H. T. Kung as w ell as a precis of other

systolic arc hitectures that ha v e b een dev elop ed. A ma jor asp ect of the applications for

whic h systolic arra ys ha v e b een devised is the preo ccupation with handling a particular

task of a constrained size. Indeed, few authors ha v e considered the problems asso ciated

with partitioning a job t yp e let alone considering a range of job t yp es. The review presen ts

a discussion of mapping algorithms to systolic copro cessors and the problems faced with

this metho d. It also presen ts a brief discussion of programmable systolic arra ys and the
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implem en tati on of systolic arra y con�gurations on di�eren t systems.

A discussion of the systolic sim ulation soft w are is also presen ted, b eginning with a brief

description of the sim ulation mo del b eing implem en te d. The sim ulation soft w are high-

ligh ts the p ossibilit y of implem en ti ng a library of matrix op erators on a systolic arra y

where the arc hitecture and asso ciated addressing problems are in visible to the user. The

limitations and problems encoun tered when sim ulating a systolic arra y are also discussed.

A brief discussion on implem e n tation of partitioning in the soft w are and some of the basic

systolic algorithms implem en te d in the library is also presen ted.

Finally , a case study of a GSO algorithm implem en ted on a square mesh systolic arra y

using a �xed set of matrix op erators is o�ered. It is sho wn that the implem en te d systolic

GSO algorithm p erforms at least as w ell as the classical Mo di�ed Gram-Sc hmidt (MGS)

algorithm in terms of accuracy and b etter than the classical MGS algorithm in terms of

sp eed. Applications of the algorithm are also presen ted where the algorithm is used to

deriv e orthogonal p olynomials, and to p erform minim al p olynomial calculation.
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Chapter 1

In tro duction

A systolic arra y is a net w ork of pro cessing elemen ts whic h sync hronously compute and

pass data through the net w ork b et w een themselv es. It is a c haracteristic of systolic

arra ys that subsets (or all) of the pro cessing elemen ts will execute the same arithmetic

pro cess but on di�ering data samples. Systolic arc hitectures ha v e b een prop osed for

man y di�eren t applications suc h as image pro cessing, sp eec h recognition and relational

database op erations. The prohibitiv e cost of designing and fabricating VLSI devices

re
ecting these arc hitectures prev en ts the user from fully utilizing sp ecialized pro cessors

for eac h application. Algorithms for di�eren t applications attain b est p erformance on

di�eren tly con�gured systolic arc hitectures. It is p ossible, ho w ev er, to construct di�eren t

algorithms to run on one t yp e of systolic arra y , although probably not as e�ectiv ely

as when the arc hitecture can b e re-con�gured, that is, the arc hitecture can b e made

application-sp eci�c.

Using a systolic arra y requires some form of in terface in order to driv e the systolic hard-

w are. This can tak e the follo wing forms:

� A hardw are in terface: this is where the data is \hardwired" in to the systolic arra y

b efore the computation is p erformed. This is assuming that all comp onen ts of the

1



computer b elo w (and including) the device driv ers can b e considered as \hardw are"

and ev erything ab o v e this lev el can b e considered as \soft w are": \hardwiring" then

b ecomes a matter of feeding n um b ers to a device driv er. The \data" can tak e the

form of in tegers or 
oating p oin t n um b ers from some external device.

� A soft w are in terface: this ma y tak e the form of a sp ecialized programming lan-

guage or a set of sp ecial library routines that can in terface with an already existing

programming language.

1.1 Researc h outline

This thesis presen ts in part a discussion of the dev elopmen t of di�eren t algorithms for one

t yp e of systolic arc hitecture b y con v erting the algorithm in to an equiv alen t set of matrix

op erations. This means the user m ust ha v e an understanding of matrix analysis and

linear algebra, but w ould not necessarily require a kno wledge of the underlying systolic

hardw are. The understanding of matrix algebra should presen t no di�culties as matrix

algebra is no w in tro duced at the high sc ho ol lev el in Australia.

It is considered that the matrix approac h is sup erior to the use of dedicated systolic

arc hitectures and systolic programming languages. F rom an examination of the literature

it can b e observ ed:

� Dedicated systolic arc hitectures are far to o restrictiv e to b e generally useful. It

w ould b e extremely di�cult to mak e these pro cessors fully re-con�gurable within

the con�ned space of the silicon area of a c hip or ev en the space on prin ted circuit

b oards.

� The complexit y of systolic programming languages mak es them hard to dev elop and

write di�eren t algorithms.
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The arc hitecture selected for this discussion is the square mesh of lo cally connected

CPU's. Since it is the most basic t w o dimensional arra y construct, and it can b e considered

as \residing" within more complicated con�gurations, as w ell as b eing the easiest t w o-

dimensional con�guration to implem en t, the c hoice is reasonable. The square mesh is an

ideal arc hitecture to b e \fed" with matrices if the mesh is clo c k ed sync hronously .

This thesis is divided in to the follo wing c hapters: Chapter 2 through to Chapter 4 presen ts

a review of systolic arc hitectures and programmable systolic arra ys. Chapter 5 discusses

NEWSYS, a systolic arra y sim ulation system used to test systolic algorithms. Chapter 6

presen ts a case study implem en ting the Gram-Sc hmidt Orthogonalization algorithm on a

square mesh systolic arra y using a limited set of matrix op erators. Chapter 7 will presen t

the conclusions and a brief discussion on further w ork. The remainder of this c hapter is

concerned with in tro ductory concepts of parallel pro cessing, systolic arra ys, matrices and

some observ ations on the programmabilit y of systolic arra ys.

1.2 P arallel algorithms

The concept of parallelism means \to do more than one thing at once". It is not necessarily

implied that more than one pro cessor in a computer is required to accomplish parallelism;

a single pro cessor, m ultiple CPU's, or a m ultipro cessor system using shared memory

ma y b e implied. P arallelism need not necessarily apply to the en tirit y of an application;

p erhaps only part of an algorithm ma y b e executed in parallel. It is also p ossible to de�ne

\pip elining" on a v ector pro cessor as parallelism b ecause, at an y p oin t during a pro cess,

more than one pro cessor will b e doing w ork (Desro c hers 1985).

A parallel algorithm is an algorithm designed to b e executed on a parallel mac hine or

parallel system suc h as a distributed net w ork. Considerable e�ort is required to con v ert

existing sequen tial algorithms to parallel v ersions or dev elop new parallel programs. When

implem en ti ng a parallel algorithm, it is desirable to minimi ze an y loss of optimization
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inheren t in the sequen tial algorithm, as w ell as minim ize an y extra system o v erheads

whic h migh t o ccur for parallelization.

The minim um execution time required to solv e a computer problem using P pro cessors

with a particular algorithm is kno wn as A mdahl's L aw (Solo wiejczyk 1993) (Almasi &

Gottlieb 1994) and can b e expressed as:

T

P

= (1 � F ) T

1

+ F

T

1

P

(1.1)

where

� T

1

= execution time for one pro cessor,

� T

P

= execution time for P pro cessors,

� F = the (fractional) part of the application whic h can b e implem en te d on P pro-

cessors, and

� (1 � F ) = the (fractional) part of the application whic h can only b e run on one

pro cessor.

It is p ossible that implem e n ting a sequen tial algorithm on a parallel computer ma y limit

its p erformance rather than impro v e its p erformance, b ecause the extra o v erheads ma y

out w eigh the sp eedup from parallelism. Since there are man y di�eren t kinds of parallel

arc hitectures, it can b e ask ed: whic h is the b est parallel arc hitecture to impleme n t the

sequen tial algorithm on? Because of the man y di�eren t t yp es of parallel arc hitectures,

there ma y b e no \b est arc hitecture" for the algorithm or \b est approac h" for impleme n ting

the algorithm on a parallel mac hine (Desro c hers 1985).

1.3 Systolic arra ys

Systolic arra ys are a t yp e of parallel arc hitecture that w as originally conceiv ed b y H. T.

Kung and C. E. Leiserson and rep orted in 1978 (Kung & Leiserson 1978). The systolic
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arra y t ypically consists of a large n um b er of cells (often referred to as \pro cessing ele-

men ts" (PE)) connected together in an y regular net w ork, examples include: a line, a ring,

a square mesh, or a hexagonal mesh. A common con�guration for systolic arra ys ma y b e

as a \matrix co-pro cessor" connected to a \host" (a mainframe or a w orkstation) system.

The v ersatilit y of the systolic arra y lies in its prop erties of:

� A high lev el of pip elining and m ultipro cessing. The arra y should ac hiev e an O(M)

sp eedup in its pro cessing rate, where M is the n um b er of PE's in the arra y . Data

will en ter the arra y and exit the arra y only at the arra y b oundaries while the com-

putations tak e place throughout the arra y .

� Massiv ely parallel pro cessing. A large n um b er of PE's will b e in use at an y one

time, in order that the computation sp eed can k eep up with the data rate. This

implies that comm unication bandwidth is a signi�can t factor (S. Y. Kung 1988).

� Mo dularit y and regularit y . The arra y consists of simple pro cessing units with homo-

geneous connections. This means the arra y is scalable, that is, it can b e extended

b y simple connections to similar arra ys.

� Lo cal comm uni cation. An individual PE will only need to send data to its near-

est neigh b ours. This means there will b e at most a one unit time dela y for data

mo v em en t. It is rare that a PE will need to send data to a distan t neigh b our.

Note that in the ab o v e p oin ts, the term \sp eedup" is de�ned as

sp eedup =

T

s

T

P

; (1.2)

where

� T

s

= pro cessing time for a sequen tial mac hine, and

� T

P

= pro cessing time for a parallel arc hitecture(systolic arra y) with P pro cessors.
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F or man y massiv ely parallel arc hitectures, the concept of pro cessing on one pro cessor is

not meaningful since these arc hitectures are built using incremen ts of some basic n um b er

of pro cessors, for example, 32 or ev en 4000 (Solo wiejczyk 1993) (Almasi & Gottlieb 1994).

Therefore, sp eedup can b e rede�ned as

sp eedup =

T

N

T

N P

(1.3)

where

� T

N

= pro cessing time on N basic pro cessors, and

� T

N P

= pro cessing time on P units con taining N pro cessors p er unit.

Note that (1.2) and (1.3) are iden tical when N = 1.

Equations (1.1) and (1.2) can b e com bined to form an upp er b ound

maxim um sp eedup =

1

F =P + (1 � F )

(1.4)

where F is de�ned as in equation (1.1). Equation (1.4) is kno wn as W are's La w

(Solo wiejczyk 1993).

It should b e noted that the de�nitions of \sp eedup" do not mak e reference to the elapse d

time for a job to complete, whic h is de�ned to b e

elapsed time = (time at whic h the last data result is written) �

(time at whic h the �rst data sample o ccurs) : (1.5)

This de�nition is system dep endan t. In other w ords, in a real arc hitecture the o v erheads

of the I/O comm unic ation b et w een a systolic arc hitecture and the host pro cessor cannot

b e ignored.
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1.4 The programmabili t y of systolic arra ys

Systolic arra ys fall in to t w o classes: those whic h are dedicated and those whic h are 
exible.

Dedicated systolic arra ys are c haracterized b y �xed hardw are arc hitectures designed for a

particular problem: they ma y not b e at all suitable for another class of problems. They are

often restricted to the size of the particular problem they are designed to solv e. Flexible

systolic arra ys are c haracterized b y their v ariabilit y in the t yp es and size of jobs that can b e

carried out. Making a systolic arra y 
exible or easy to use can b e ac hiev ed b y dev eloping

a systolic programming language or b y extending an existing programming language with

sp ecialised soft w are. The sp ecialised soft w are w ould need to in terface with the systolic

hardw are. Dev eloping a new soft w are language for a systolic arra y has problems (Zevin

1993) suc h as:

� a lac k of compilers and dev elopmen t en vironmen ts,

� a high dev elopmen t cost asso ciated with dev eloping the language,

� a high learning curv e asso ciated in using the language,

� no easy transfer of exp erience, and

� a need for all the facilities of a normal language to handle the sequen tial parts of

an algorithm.

An example of a systolic arra y using a sp ecialized systolic programming language is

the W arp systolic pro cessor, whic h w as dev elop ed at Carnegie-Mellon Univ ersit y (Lam

1989). The W arp pro cessor is a programmable systolic arra y whic h uses a sp ecialized

language called W2. The systolic programming language has all the facilities necessary

to execute algorithms on a systolic arra y . The minim um hardw are supp ort pro vided for

comm unic ation b et w een cells exists as queues with a dela y elemen t. Hardw are supp ort
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exists for the extraction of data, the pip elining of data in to and out of the systolic arra y

(essen tially the in terface with the system bus) as w ell as the sc heduling within the system.

While W2 has a simple syn tax (P ascal deriv ed) and the co de is relativ ely easy to read,

it is v ery m uc h hardw are dep endan t and th us v ery di�cult to use for a general purp ose

systolic arra y .

F rom the observ ations in the literature ((Zevin 1993), (Clark e et. al 1992b)) and the ab o v e

example, extending an existing high-lev el language is an attractiv e option as it mak es

systolic algorithms easier to program and debug, th us reducing programming complexit y .

It also mak es systolic arra ys more accessible to a wider range of programmers.

1.5 Matrix op erators in systolic arra ys

In 1980, J. M. Sp eiser and H. J. Whitehouse p ostulated that man y imp ortan t real-time

signal pro cessing problems could b e reduced to a common set of basic matrix op erations

(Sp eiser & Whitehouse 1980) (Sp eiser et. al 1980). The basic matrix op erations included

matrix-v ector m ultiplication, matrix-matrix m ultipli cation, matrix-matrix addition, ma-

trix in v ersion, singular v alue decomp osition, linear systems solutions and others. In a

surv ey conducted at the time (Sp eiser & Whitehouse 1980) (Sp eiser et. al 1980), it w as

also felt that the systolic arra y could implem en t these op erations in the most e�cien t man-

ner. The fo cus of this w ork w as the dev elopmen t of sp ecial purp ose systolic arc hitectures

to solv e sp eci�c problems. The authors made no attempt to generalize this concept b y

dev eloping an algebra of matrix op erators o v er the ring of matrices to obtain a complete

system of matrix op erations.

T o test their ideas, Sp eiser and Whitehouse help ed dev elop a Systolic Arra y Pro cessor

(SAP) whic h w as in terfaced to a minicom puter (Bromley et.al 1981). The systolic arra y

w as ph ysically large (an 8 � 8 arra y w as housed in a cabinet of size 28 inc hes b y 19 inc hes

b y 21 inc hes). The host computer w as a HP-1000 and the in terface co de w as written in
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F OR TRAN. An algorithm could b e written as a series of commands for the SAP and

then tested on the arc hitecture. The SAP system w as able to b e recon�gured to run

sev eral di�eren t t yp es of systolic arra y con�gurations b y placing m ultiplex ers b et w een

the pro cessing elemen ts so that sev eral options for the data 
o w w ere p ossible.

The con�guration of a host minicomputer acting as a driv er for a systolic arra y giv es a

high lev el of 
exibilit y in the pro cess of systolic algorithm dev elopmen t . New algorithms

can b e tried and tested v ery quic kly . In addition, an y data generated can b e easily

manipulated so that it can b e \fed" bac k in to the systolic arra y , either at the host soft w are

lev el for increased 
exibilit y , or at the systolic in terface lev el, for increased sp eed.

1.6 Thesis Ov erview

In this thesis, the follo wing results are presen ted:

� Chapter 2 presen ts a review of the basic concepts of systolic arra ys and systolic ar-

ra y con�gurations, discussing basic pro cessing elemen ts, systolic arra y \primitiv e s"

(for example, a Matrix-V ector pro duct on a linear arra y), as w ell as higher lev el

op erations (for example, LU decomp osition). Conceptual systolic arra ys suc h as

Systolic rings, instruction systolic arra ys and orbital systolic arra ys are also in tro-

duced. The aim of this c hapter is to in tro duce basic concepts and terminology . Its

is in teresting to note that the areas of Systolic rings, instruction systolic arra ys and

orbital systolic arra ys are not co v ered b y more notew orth y authors suc h as S. Y.

Kung (1988) and F rumpkin (1992);

� Chapter 3 presen ts some of the main applications of systolic arra ys in Digital Signal

Pro cessing (DSP), since DSP is one of the most commonly used areas of systolic

arra ys. The aim of this c hapter is to justify the use of systolic arra ys and to sho w

that systolic arra ys ha v e the p oten tial to pro duce results faster for DSP algorithms
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than a sequen tial computer;

� Chapter 4 presen ts a discussion of the impleme n tation of systolic arra ys. It discusses

some systolic computers/co-pro cessors that ha v e b een dev elop ed: discussions on

con�guring standard systems as systolic arra ys, as w ell as generating arc hitectures

from algorithms are presen ted. This c hapter attemps to put in presp ectiv e some of

the problems of actually implem en ting systolic arra ys. The usablilit y of eac h system

and the p oten tial o v erheads are discussed.

� in Chapter 5, the dev elopmen t of a systolic sim ulation system (NEWSYS) used

to test systolic algorithms is discussed. Results indicate the p ossibilit y that the

implem en t ation of a systolic arra y (either as a dedicated host, or as a co-pro cessor

to a host computer), whic h has an in terface consisting of a series of FIF O queues, can

result in a system where the user requires little to no kno wledge of the con�guration

of the underlying hardw are.

� Chapter 6 considers the dev elopmen t of a Gram-Sc hmidt algorithm (Clark e 1993)

that can b e implem e n ted for arbitrary size matrices, on a �xed size systolic arra y .

Observ ations made during the dev elopmen t sho w that it is imp ortan t to realize that

some Matrix op erations will p erform faster on certain systolic con�gurations than

others.
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Chapter 2

Matrix pro cessing and systolic arra y

arc hitectures

This c hapter presen ts a brief in tro duction to the concept of systolic arra ys. A discussion of

basic Pro cessing Elemen ts (PE's) and required Matrix Algorithm primitiv e s is presen ted.

This leads on to a discussion of Systolic rings as w ell as some higher lev el op erations using

di�eren t systolic con�gurations. A brief description of recurrence equations is also pre-

sen ted. Some no v el matrix arc hitectures are also presen ted, these b eing the orbital systolic

arra y of P orter (1987), the instruction systolic arra y dev elop ed b y Sc hr• oder (1986), the

triple matrix pro duct of Ara v ena (1988), and the systolic arra y for Matrix T ransp osition

prop osed b y P etk o v (1988).

This bac kground c hapter is essen tial in that it establishes usage of terms and in tro duces

material used throughout the thesis. It also leads on to a discussion of di�eren t applications

of systolic arra ys presen ted in more detail in c hapter 3.

2.1 Systolic arra ys

A systolic arra y (Kung & Leiserson 1978) exhibits the follo wing prop erties:
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� an extensiv e lev el of pip elining and m ultipro cessing,

� mo dularit y and regularit y ,

� lo cal comm unicati on, and

� it can mak e m ultiple use of eac h input data item and can ha v e m ultiple data inputs.

In the original w ork on systolic arra ys, the construction of a series of systolic arra ys is

presen ted (Kung & Leiserson 1978) (Mead & Con w a y 1980) (Kung 1982). The original

systolic arra ys implem en te d the follo wing algorithms:

� matrix-v ector m ultipli cation,

� matrix-matrix m ultiplic ation,

� p olynomial ev aluation, and

� LU decomp osition.

The implem en tation of the arra ys dep ended on r e curr enc e e quations whic h in v olv ed the

addition and m ultiplicati on of sev eral op erands.

A recurrence relation (Johnson baugh 1993) is de�ned on a sequence a

0

; a

1

; : : : as an

equation that relates a

n

to its predecessors a

n � 1

; : : : ; a

1

; a

0

. F or example, the Fib onacci

sequence is de�ned b y the recurrence equation

f

n

= f

n � 1

+ f

n � 2

8 n � 2 (2.1)

with the initial conditions

f

0

= 1

f

1

= 1
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These equations can alternativ ely b e written as

f

n

= f

( n � 1)

+ f

( n � 2)

8 n � 2 (2.2)

In other w ords, the sup erscript/subscript in equations 2.2 and 2.1 resp ectiv ely indicate a

\time dep endency" in the recurrence equation. The result at time n is dep endan t on the

result at time n � 1, and so on. Another w a y of writing these recurrence equations is

f ( n ) = f ( n � 1) + f ( n � 2) 8 n � 2

f (0) = 1 ; (2.3)

f (1) = 1

This thesis mak es use of the second notation when presen ting recurrence equations, ev en

though all three notations are used quite lib erally throughout the literature.

With time, systolic arra ys and systolic algorithms ha v e sho wn an increasing lev el of com-

plexit y in the areas of pro cessing elemen t design and the in terconnection of pro cessing

elemen ts, leading to more complex algorithms b eing implem e n ted. Ho w ev er, it is imp or-

tan t to note that systolic arc hitectures ha v e still not en tered \main stream" computer

arc hitecture and design.

In this thesis, the term \e�ciency" is used to describ e ho w w ell a systolic algorithm

mak es use of a systolic arc hitecture. During the execution of a systolic algorithm, it is

desirable to ha v e at least the ma jorit y of PE's in the systolic arra y busy . The e�ciency

of a systolic arra y can b e de�ned as

e�ciency =

total n um b er of busy no des

p oten tial n um b er of busy no des

(2.4)

where the \p oten tial n um b er of busy no des" is de�ned as the set of no des in the systolic

arra y that could b e in use during an y clo c k cycle. Th us, for a 20 � 20 systolic arra y ,

during a clo c k cycle, the total n um b er of busy no des migh t b e, for example, 130, but the

p oten tial n um b er of busy no des is 400 (the total n um b er of PE's in the arra y). This giv es

an e�ciency of 32.5%.
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Since systolic arra ys are used frequen tly in Digital Signal Pro cessing(DSP), and matrix

form ulations of DSP equations often app ear with a large n um b er of zero es in the upp er

and lo w er diagonal (hence the name \banded matrices"), it is con v enien t to de�ne the

terms \upp er bandwidth" and \lo w er bandwidth" of a matrix A . If A = ( a

ij

) 2 <

m � n

,

then w e can sa y the A has a \lo w er bandwidth" of p if a

ij

= 0 whenev er i > j + p and an

\upp er bandwidth" of q if j > i + q implies a

ij

= 0 (Golub & V an Loan 1989).

F urthermore, w e also de�ne \memory bandwidth" as the amoun t of data transferred p er

unit time, that is, memory bandwidth is measured in Mb ytes/second (Almasi & Gottlieb

1994).

2.2 Pro cessing Elemen ts

2.2.1 The Inner-pro duct step pro cessor

The original systolic algorithms presen ted in the literature (Kung & Leiserson 1978)

(Whitehouse & Sp eiser 1981) relied on an inner-pro duct step pro cessor . This pro ces-

sor p erformed a m ultiply-accum ulate op eration to form inner pro ducts. Figure 2.1 sho ws

t w o con�gurations of inner pro duct step pro cessors whic h can compute

a

( n )

out

= a

( n � 1)

in

(2.5)

b

( n )

out

= b

( n � 1)

in

(2.6)

c

( n )

out

= c

( n � 1)

in

+ a

( n � 1)

in

b

( n � 1)

in

(2.7)

A t the end of the computation, c

out

is the desired result.

The inner-pro duct step pro cessor w as �rst used to build three t yp es of systolic arra ys:

the linear systolic arra y , the square-mesh systolic arra y and the hexagonally connected

systolic arra y .

The inner-pro duct step pro cessor w orks in the follo wing w a y: during ev ery \clo c k cycle",

all the pro cessors in the arra y will mo v e the data presen t in the a

in

, b

in

and c

in

inputs in to
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Figure 2.1: The inner-pro duct step pro cessor.

the in terior registers R

A

; R

B

and R

C

of the particular pro cessing elemen ts. The pro cessing

elemen ts then compute the pro duct

R

C

= R

C

+ R

A

� R

B

: (2.8)

The R

C

v alue is then placed on the c

out

line, and the R

A

and R

B

registers are made

a v ailable on the a

out

and b

out

lines, resp ectiv ely .

T o ac hiev e clo c k cycle dela ys required for data mo v em en t in a systolic arra y constructed

of inner-pro duct step pro cessors, the input data has to b e in ter-spaced with zero es. The

zero es act as \dela ys", ensuring that the righ t data arriv es at the correct PE in the righ t

clo c k cycle: this can b e seen in Figure 2.3.

2.2.2 The Inner-pro duct accum ulate pro cessor

In 1980, J. M. Sp eiser and H. J. Whitehouse describ ed a systolic arc hitecture whic h they

referred to as an engagement pr o c essor , whic h w as essen tially a t w o-dimensional mesh

arra y of pro cessors kno wn as inner-pr o duct ac cumulate cells. An example of an inner-

pro duct accum ulate pro cessor is sho wn in Figure 2.2.

The t w o ma jor di�erences b et w een the inner-pro duct accum ulate cells of Sp eiser & White-

house (1980) and the inner-pro duct step cells of Kung & Leiserson (1978) are:

15



?

?

?

--
c

a

in

a

out

b

in

b

out

Figure 2.2: The inner pro duct accum ulate pro cessing elemen t.

� the output from the c register is recirculated bac k in to the pro cessor, that is, the

results are accum ulated within the systolic cell;

� there is no in ter-spacing of data v alues.

The input op erands are mo v ed through the accum ulate pro cessor in the same w a y that

they are mo v ed through the inner pro duct step pro cessor.

The op eration of the inner pro duct accum ulate cell can b e de�ned b y the recurrence

equations

c

(0)

= 0 (2.9)

c

( k )

= c

( k � 1)

+ a

in

b

in

; k = 1 ; : : : ; N : (2.10)

where c

ij

is the accum ulated result in the c register at the ( i; j ) lo cation It should b e

noted that Sp eiser & Whitehouse (1980) made no men tion of the problems asso ciated

with extracting a result once c had b een computed.
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2.3 Matrix Pro cessing & Arra y arc hitectures

2.3.1 Matrix-V ector pro duct on a linear arra y

A simple example of an algorithm that could b e applied to a linear arra y of inner pro duct

step pro cessors is matrix-v ector m ultiplication, in other w ords, a matrix A = ( a

ij

) is

m ultiplie d b y a v ector x = ( x

1

; : : : ; x

n

) giving a pro duct y = ( y

1

; : : : ; y

n

). Figure 2.3

giv es an example of a linear arra y used to compute the matrix-v ector pro duct y = Ax ,

where A = ( a

ij

) is an n � n matrix. This pro duct can b e computed using the follo wing

recurrence equations

y

(1)

i

= 0 (2.11)

y

( k +1)

i

= y

( k )

i

+ a

ik

x

ik

(2.12)

y

i

= y

( k +1)

i

(2.13)
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Figure 2.3: A con�guration for the linear systolic arra y .

T o m ultiply the matrix A b y the v ector x , the linear systolic arra y p erforms the follo wing:

the data v alues of the matrix ( a

ij

) mo v e do wn in to the systolic arra y , at the same time

as the y

i

v alues mo v e to the left, and the x

i

v alues mo v e to the righ t. The y

i

v alues are
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initially set to zero and they accum ulate their result as they mo v e through the arra y . As

there are gaps (that is, zero es) b et w een eac h matrix data elemen t, eac h pro cessor will

only op erate for 50% of the time. Assuming a matrix bandwidth of w = p + q � 1 where

p is the upp er bandwidth of A and q is the lo w er bandwidth of A , then w time units will

o ccur b efore an y results will app ear, and all results will ha v e app eared b y time 2 n + w .

As n b ecomes large the \e�ciency" of the arra y approac hes 50%.

2.3.2 Matrix-Matrix pro duct on an hexagonal arra y

The hexagonally connected systolic arra y w as �rst used to impleme n t matrix-matrix m ul-

tiplication b y Kung & Leiserson (1978). Figure 2.4 sho ws an example of a hexagonally

connected systolic arra y of inner-pro duct step pro cessing elemen ts used to compute the

matrix pro duct C = AB where A and B are t w o n � n matrices.

The three matrices all mo v e sync hronously through the arra y , using the same recurrence

equations as de�ned for the linear arra y (Equations (2.11), (2.12) and (2.13)). The matrix

elemen ts are \padded out" using t w o zero es b et w een neigh b ouring elemen ts on the data

stream: this ensures that the correct matrix elemen ts will in teract. The dimension of the

arra y determines the n um b er of recurrences that eac h elemen t c

ij

will ha v e applied to it

during the computation. Since eac h cell p erforms a useful computation once in ev ery three

clo c k-cycles, the \total n um b er of busy no des" in the systolic arra y will b e appro ximately

1

3

� the \p oten tial n um b er of busy no des" (Equation (2.4)). This giv es an \e�ciency" of

33%.

Kung & Leiserson (1978) also suggested that the optimal size of a systolic arra y dep ends

on the memory bandwidth of the in terface b et w een the systolic arra y and the host, and

the particular t yp e of problem that needs to b e solv ed.
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Figure 2.4: Matrix m ultiplicati on on a hexagonal systolic arra y .
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2.3.3 Matrix m ultiplication using an square-mesh arra y

An engagemen t pro cessor consisting of inner-pro duct accum ulate cells can b e used to com-

pute the pro duct of t w o matrices. Figure 2.5 sho ws an 3 � 3 engagemen t pro cessor used to

m ultiply t w o matrices. The engagemen t pro cessor op erates b y ensuring the memory pro-

-

-

-

???

b

13

b

23

b

12

b

33

b

22

b

11

b

32

b

21

b

31

a

31

a

32

a

33

a

21

a

22

a

23

a

11

a

12

a

13

Figure 2.5: Input of t w o matrices in to a 3 � 3 engagemen t pro cessor.

vides a sk ew of one arithmetic cycle time b et w een successiv e ro ws and columns in tro duced

in to the arra y . T o form a matrix pro duct within the engagemen t pro cessor, the pro cessors

in the arra y will b e initialized to zero es across the an ti-diagonal in the clo c k cycle prior

to them �rst b eing used. That is, the k th an ti-diagonal will b e initialized to zero at time

t = k � 1 and it will ha v e all inner pro ducts accum ulated in place on the an ti-diagonal at

time t = k + N , where N represen ts the n um b er of ro ws in the matrix. The accum ulation

of the last term in the matrix pro duct o ccurs at time t = ( N � 1) + ( N � 1) + N = 3 N � 2.

Unlik e the hexagonal con�guration of inner-pro duct step pro cessors presen ted b y Kung &

Leiserson (1978), an unlimited n um b er of recurrences can b e applied in the formation of a

resultan t matrix. This means that if the dimension of the matrix is greater than the size

20



of the arra y , then the resultan t matrix can b e computed as a set of partitions. Since the

input data is not in ter-spaced with zero es, the pro cessors within the engagemen t pro ces-

sor can b e considered to b e constan tly busy whic h means that the \pip elining" of matrix

pro ducts will mak e the engagemen t pro cessor attain an \e�ciency" of nearly 100 %. This

assumes that the engagemen t pro cessor has a large, con tin uous stream of jobs pump ed

in to it.

2.3.4 Systolic rings

The systolic ring w as �rst rep orted b y Kung & Lam (1984). It w as sho wn that an y

recurrence relation of size n � 1 whic h could b e computed on a bi-directional linear arra y

of length n , (con taining n pro cessing elemen ts), could also b e implem en ted on a systolic

ring of length n= 2 whic h has single direction data 
o w. An example systolic ring is sho wn

in Figure 2.6. The arra y in Figure 2.6 computes the recurrence equation

y

( i )

=

n

X

j =1

y

( i � j )

(2.14)
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Figure 2.6: Tw o consecutiv e snapshots of a systolic ring.
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During a clo c k cycle, the most recen t computed results are stored in eac h PE, while

the next set of partial sums mo v e around the ring to meet these stored v alues. When

the next v alue arriv es at a particular PE, the sum is computed with the curren t stored

v alue and dep osited in its result register. The next v alue then mo v es on to the next cell.

A t the same time, a new result is computed in the next successiv e cell. Referring to

Figure 2.6, the pro cessing o ccurs as follo ws: in part (a), y

3

has b een added to y

4

; in part

(b), y

4

will replace y

1

in the next cell while y

7

pic ks up its �rst v alue, in this case y

2

.

The authors also presen ted three examples of ho w systolic rings can b e used to compute

standard systolic algorithm using few er pro cessors than the previous metho ds, without

an y signi�can t loss in p erformance (Sections 2.4.2, 2.4.3 and 2.4.5). The p erformance of

these ring arc hitectures can b e summarised b y a theorem paraphrased from Kung's pap er

(Kung & Lam 1984):

Theorem 1 A systolic ring of n c el ls c an solve simple r e curr enc e pr oblems of size up to

2 n � 1 , c omputing n outputs every 2 n cycles.

2.4 Higher lev el op erations

2.4.1 Solution of triangular systems on a linear arra y

The LU decomp osition (or factorization) of a matrix A is de�ned as

A = LU; (2.15)

where L is de�ned to b e a lo w er triangular matrix and U is an upp er triangular matrix.

It is p ossible to solv e the linear system Ax = b using LU decomp osition (Golub & V an

Loan 1989). This in v olv es �rstly applying the LU decomp osition to the co e�cien t matrix

A to obtain A = LU and then solving the t w o systems

Ly = b; (2.16)

22



U x = y : (2.17)

Since it is p ossible to write upp er triangular systems as lo w er triangular systems, Kung

(1980b) dev elop ed a systolic pro cessor whic h w ould solv e lo w er triangular systems.

If A = ( a

ij

) is a nonsingular n � n lo w er triangular banded matrix and b = ( b

1

; : : : ; b

n

)

T

,

the computation of x = ( x

1

; : : : ; x

n

)

T

suc h that Ax = b is solv ed b y applying the recur-

rences

y

(1)

i

= 0 ;

y

( k +1)

i

= y

( k )

i

+ a

ik

x

k

;

x

i

= ( b

i

� y

( i )

i

) =a

ii

; (2.18)

and this can b e written in matrix form as
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(2.19)

This can b e readily implem en ted on a linear systolic arra y of inner pro duct step pro cessors.

Figure 2.7 sho ws an example of suc h a con�guration. The circular PE displa y ed in the

�gure represen ts a b oundary PE, that is, it will ha v e to do extra pro cessing, in this case

pro cessing data from three inputs. This is common notation in the literature.

2.4.2 T riangular systems on a systolic ring

The systolic ring sho wn in Figure 2.8 will solv e the equation Ax = b : where x =

( x

1

; : : : ; x

n

)

T

and b = ( b

1

; : : : ; b

n

)

T

are n -v ectors and A = ( a

ij

) is a non-singular n � n
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Figure 2.7: T riangular systems on a linear systolic arra y .

lo w er triangular matrix of upp er band width q . Letting q = 6 and assuming a

� 1

ii

are a v ail-

able, then a systolic ring con taining q = 2 cells can b e constructed to solv e this problem. A

diagram represen ting this con�guration is sho wn in Figure 2.8.

Note that for a realistic implem en tation of this system, extra hardw are w ould need to

b e pro vided to enable the resultan t v alues to b e unloaded during the computation. It

is assumed that the recipro cals of the main diagonals are a v ailable at the start of the

computation. This is to a v oid ha ving to pro vide sp ecial functionalit y within eac h PE, in

this case, ha ving to p erform a division within eac h PE. Note that eac h PE in the ring will

ha v e to b eha v e lik e a b oundary elemen t at some p oin t in the algorithm. In the diagram

presen ted in Figure 2.7, the b

i

v alues are needed b y the leftmost PE. Within the systolic

ring presen ted in Figure 2.8, the b

i

v alues are passed in to one of the PE's, and the data

is then passed systolically around the ring.
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Figure 2.8: Systolic ring for solving triangular linear systems.

2.4.3 QR-factorization on a systolic ring

The QR factorization of an m � n matrix is giv en b y

A = QR

where Q 2 <

m � m

is orthogonal and R 2 <

m � n

is upp er triangular (Golub & V an Loan

1989). Con v erting the t w o-directional linear systolic arra y QR factorization solution on to

a systolic ring, is almost iden tical to the pro cess used to con v ert the triangular systems

solution. As b efore, for a matrix of upp er bandwidth q , only q = 2 cells will b e required.

Eac h cell in the systolic ring b eha v es lik e a b oundary cell in the original linear arra y

once ev ery q cycles (Kung & Lam 1984). This means that some extra functionalit y will

b e required in eac h cell to accommo date this. A diagram sho wing this con�guration is

sho wn in Figure 2.9. It is imp ortan t to note that no men tion is made b y the authors as

to ho w Q and R w ould b e reco v ered.
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2.4.4 LU factorization on an hexagonal arra y

F rom Section 2.4.1, w e kno w that it is p ossible to in v ert a matrix A or solv e a linear

system of equations Ax = b using the LU factorization(or decomp osition), presen ted in

Equation (2.15). The LU decomp osition can b e de�ned b y the follo wing recurrences

a

(1)

ij

= a

ij

a

( k +1)

ij

= a

( k )

ij

+ l

ik

( � u

k j

) (2.20)

where

l

ik

=

8

>

>

>

>

>

<

>

>

>

>

>

:

0 i < k

1 i = k

a

( k )

ik

u

� 1

k k

i > k

; (2.21)

u

k j

=

8

>

<

>

:

0 k > j

a

( k )

k j

u

� 1

k k

i � k

: (2.22)
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Kung (1980b) sho w ed that the hexagonally connected systolic arra y could b e used to

implem en t the algorithm for LU -decomp osition, pro viding that some mo di�cations w ere

made to the arra y . An assumption is made that the LU decomp osition of a matrix

A can b e p erformed b y Gaussian elimination without piv oting. Figure 2.10 sho ws the

con�guration required to implem en t the LU -decomp osition on a hexagonally con�gured

systolic arra y . He also noted that for an n � m band matrix A with bandwidth w =

p + q � 1, the hexagonal arra y with pq pro cessors computes the LU decomp osition of A

in 3 n + min ( p; q ) time cycles. Since the pro cessors are inner pro duct step pro cessors, the

input data is padded out with zero es, so eac h pro cessor will receiv e non-zero input data

on ev ery third clo c k cycle.

2.4.5 LU factorization on a systolic ring

It is p ossible to further extend the systolic ring concept to implem e n t more complex

systolic algorithms. F or example, an LU-decomp osition algorithm can b e implem en ted

on a systolic ring using a 2-dimensional structure. P erforming an LU-decomp osition on

a q � q matrix requires

q

3

� q cells. Eac h cycle will compute q = 3 ro ws of the u

ij

elemen ts

whic h are stored in the cells as they are generated; the l

ij

elemen ts are passed do wn the

ro ws. The p erformance of this ring is the same as the ring for QR -factorization, ev en

though it has three times as man y cells (Kung & Lam 1984). This con�guration is sho wn

in Figure 2.11. In the Figure, the a

ij

mo v e do wn w ards in to the arra y .

2.5 Orbital systolic arra ys

A no v el t yp e of systolic arra y is the Orbital systolic arra y , whic h is discussed b y P orter

(1987). This w ork �rst describ es a cylindrical arra y , whic h is essen tially a three-dimensional

systolic arra y where the PE's are placed on the surface of a cylinder in a regular manner.

Figure 2.12 giv es a t w o-dimensional picture of this arc hitecture, where the dotted lines
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t yp es of pro cessors.
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indicate pro ximit y on the cylinder.
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Figure 2.12: Planar sc hema of a cylindrical systolic arra y used to compute a matrix

pro duct AB .

The data streams con taining the a v alues are transmitted in a spiral fashion around the

cylinder while the data streams con taining the b v alues are sen t do wn the systolic arra y .

The cylindrical arra y requires 2 n steps to compute a matrix pro duct AB compared to

the square mesh whic h requires 3 n steps to compute a matrix pro duct, where n is the

dimension of the systolic arra y .

The concept of the cylindrical arc hitecture w as extended in to what w as referred to as the

\orbital systolic arra y", where the outputs of the cylindrical arra y are connected bac k to

the arra y inputs th us creating closed lo op data orbits (P orter 1987). An example of this

con�guration is sho wn in Figure 2.13. The �gure can b e considered as a regular pattern of
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computational cells on the surface of a torus. This particular con�guration will compute

a matrix pro duct C = AB in n steps.
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Figure 2.13: Planar sc hema of a orbital systolic arra y used to compute a matrix pro duct

AB .

The orbital systolic arra y w orks in the follo wing w a y: assuming the abilit y to instan ta-

neously input all a

ij

; b

ij

, eac h PE will receiv e in the �rst clo c k cycle the initial f a

ij

; b

ij

g ,

and will then receiv e data from its neigh b ouring PE's during the subsequen t clo c k cycles.

As previously stated, a matrix pro duct is computed in n clo c k cycles, or steps. The arra y

tak es 2 n

2

input data v alues in the �rst clo c k cycle and do es not require loading of data

during the computation, that is, the input matrices need only b e loaded once. The main

disadv an tage of this arc hitecture is that it m ust exactly matc h the problem size. In other

w ords, the orbital systolic arra y do es not allo w for the partitioning of input data. The
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orbital systolic arra y w ould b e an adv an tage where a rapid resp onse to a high priorit y

computation is required.

2.6 Instruction systolic arra ys

Another no v el t yp e of systolic arra y is the \Instruction systolic arra y" (ISA), whic h w as

�rst rep orted b y Kn ude et. al (1986). Comparisions b et w een these arra ys and normal

systolic arra ys w ere carried out b y Sc hr• oder (1986). Whereas systolic arra ys pass data

through an arra y of pro cessors whic h con tain instructions to p erform on the data, instruc-

tion systolic arra ys pass a sequence of instructions through an arra y of PE's whic h hold

the data. The ISA pro cessing elemen ts do not pro vide memory space to store programs,

therefore they can reside in a m uc h smaller area than a systolic arra y . This means that

the area o ccupied b y the program memory in the pro cessing elemen ts of other systolic

arra y is large compared to the area of the ISA. If the ISA PE's are v ery simple (that is,

they ha v e only one or a few simple functions in them), then the program memory will

only b e a small prop ortion of the total area. An example ISA is sho wn in Figure 2.14.

The matrix of instruction co de is referred to as the top pr o gr am (TP). The matrix on the

left is referred to as the left pr o gr am and it consists of \selector information" (0's and 1's)

whic h are pump ed through the arra y from left to righ t: A \0" will cause a PE to sta y

passiv e (that is, not execute the instruction) and \1" will cause the PE to execute the

instruction residing within it. It w as sho wn that a systolic algorithm could b e transferred

to an ISA algorithm without an y increase in the n um b er of PE's required and that ISA

programs could b e implem en te d on systolic arra ys (Sc hr• oder 1986). Sc hr• oder also de�nes

some no v el terms for systolic arra ys.

Area of activit y is de�ned as the set of pro cessing elemen ts that are in v olv ed in solving

a particular problem instance at an y giv en p oin t in time.
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The P erio d is de�ned as the n um b er of ro ws in the instruction matrix (TP) of an ISA.

F or a systolic arra y , it is de�ned as the n um b er of ro ws in the area of activit y .

2.6.1 Implemen ting systolic arra ys as ISA algorithms

It is p ossible to run a systolic arra y on an ISA b y letting the top program (TP) con tain the

matrix of instructions and the left program (LP) con tain all 1's. An y previous data can

b e supplied to the ISA b efore the execution of TP . The resultan t matrix will b e con tained

in the output registers of the ISA. P erformance estimates sho w ed that for a systolic arra y

of size m � n con taining a k � n area of activit y , a p erio d p = k has an execution time of

t = m + k � 1. This can b e executed on an ISA in time t = m + 2 n + k � 1 and p erio d

p = m + n , as is sho wn in Figure 2.15. Implem en ting systolic arra ys on an ISA sa v es c hip

area b y a factor of m=k .

2.6.2 Implemen ting ISA programs on systolic arra ys

ISA programs can b e run on systolic arra ys with only one complication: the input m ust

b e restricted b ecause the k � n area of activit y corresp onding to the ISA whic h is pump ed

through the systolic arra y cannot execute I/O op erations imm ediatel y ab o v e and b elo w

it, whic h is something that the ISA could do. This can b e o v ercome b y adding an extra

read-write phase to the systolic arra y program. If the ISA program has a k � n area of

activit y with a p erio d p = m and an execution time of t = m + n + k � 2, then it can b e

implem en te d on an m � n systolic arra y with p erio d p = k and an equiv alen t execution

time. This con�guration is represen ted b y Figure 2.16.

Instruction systolic arra ys are a no v el approac h to the systolic paradigm since they com-

bine 
exibilit y and sp eed. ISA algorithms can b e con v erted in to systolic algorithms with-

out an y e�ect on their p erformance.
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2.7 Matrix T ransp osition in systolic arra ys

All of the arra ys prop osed in the preceding sections su�er from ha ving algorithmic de-

p enden t data input/output formats. In other w ords, no transp osition of the resultan t

matrices w as p ossible. W ork on this area has b een p erformed b y O'Leary (1987) and

P etk o v (1988).

P etk o v (1988) prop osed a \switc h" cell whose op eration is describ ed b elo w in Figure 2.17.

It tak es matrix elemen ts x and y and a con trol bit, c .

P etk o v managed to sho w that these switc h cells w ere capable of p erforming ro w-to-

c

0

= c ;

if c then

b egin

x

0

= y ; y

0

= x ;

end else

b egin

x

0

= x ; y

0

= y ;

end

Figure 2.17: Algorithm implem en te d in \switc h" cell PE.

diagonal and diagonal-to-ro w format con v ersion (that is, matrix transp osition) for ma-

trices, regardless of whether they w ere on the input or output. Figure 2.18 sho ws an

example con�guration of the switc h cell and Figure 2.19 sho ws a systolic arra y con�gura-

tion used to con v ert data; the blac k circles denoting clo c k ed dela y elemen ts. The 2-slo w

arra y (Kung & Leiserson 1978) presen ted in Figure 2.19 p erformed matrix transp osition

for n � n matrices on an arra y of n

2

cells in 3 n � 2 clo c k p erio ds, and on a 1-slo w arra y ,

the same transp ositions w ere p erformed in 2 n � 1 clo c k p erio ds.

The signi�cance of these t yp es of arra ys is the they can b e used as an in terface b et w een

systolic arra ys that require matrices in ro w-ma jor order and those systolic arra ys that

require matrices in column-ma jor order.
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2.8 The T riple Matrix Pro duct

Another no v el systolic arc hitecture that can b e used to impro v e the p erformance time of

DSP algorithms w as prop osed b y Ara v ena (1988). The simple v ersion of this algorithm

is as follo ws: Let x b e an n -dimensional v ector with n = pq . Let X b e a p � q matrix

formed b y mapping the v ector, x on to a 2-dimensional arra y (a common metho d to do

this is b y using segmen ts of x as columns of X ). No w consider the t w o linear op erations

y = Ax (2.23)

y = LX R (2.24)

where A is an n � n matrix, L is a p � p matrix and R is a q � q matrix. Ara v ena (1988)

observ ed that equation(2.24) w ould b e faster than equation(2.23) on a systolic arra y

( O (

p

n ) time as opp osed to O ( n )) as w ell as b eing faster in terms of m ultiplicati on coun ts

(( pq )

2

op erations for equation(2.23) as opp osed to pq ( p + q ) op erations for equation(2.24)).

Ara v ena (1988) noted that equations(2.23) and (2.24) represen t the same op eration in

man y di�eren t situations, an example b eing the n -p oin ts DFT algorithm. The general

form ulation of the algorithm is giv en b y Ara v ena (1988) in the follo wing theorem:

Theorem 2 L et A b e an arbitr ary pq � pq matrix. The matrix-ve ctor identity always

admits the p ar al lel r epr esentation

Y =

l

X

k =1

L

k

X R

k

(2.25)

wher e l � min ( p

2

; q

2

) .

A pro of of this theorem is giv en in Ara v ena (1988). If l b ecomes v ery large, then it

ma y not b e practical to do a complete parallel op eration of all triple matrix pro ducts.

Computation of the triple matrix pro duct is p erformed using an orbital systolic arra y

similar to the arra y prop osed b y P orter (1987). The PE's in the arra y ha v e t w o di�eren t

mo des of op eration in order to minimi se I/O op erations. The t w o di�eren t t yp es of
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Figure 2.20: The t w o t yp es of PE's used in the triple matrix pro duct arra y .

PE's are sho wn in Figure 2.20. The author breaks the compuatation of the triple matrix

pro duct Y = AX B do wn in to the follo wing:

Z = X B (2.26)

Y = AZ (2.27)

As can b e seen in Figure 2.21, the arra y starts o� with the PE's in the mo de sho wn in

Figure 2.20(a). The B

ij

elemen ts are preloaded so they can b e made to circulate in an

orbit. The X

ij

elemen ts are spiralled do wn the sysolic arra y in a cylindrical fashion. The

�rst ro w of the pro duct X B is computed at time t = p . Figure 2.22 sho ws the state of

the systolic arra y immedi ately after time t = p when the �rst ro w has switc hed to the

mo de sho wn in Figure 2.20(b). The A

ij

elemen ts will follo w the same orbits as the X

ij

elemen ts. A t time t = 2 p the arra y has en tirely switc hed o v er to the second mo de and

the result, Y , can b e collected at the b ottom of the arra y . This is sho wn in Figure 2.23.
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2.9 Conclusions

A series of matrix primitiv e s and simple sytolic arra y con�gurations w ere presen ted. It

is eviden t that there are man y di�eren t t yp es of arc hitectures that can do similar t yp es

of jobs. This is supp orted b y discussing the no v el orbital arc hitectures, the systolic ring

and the instruction systolic arra y , as w ell as the systolic arra y used for computing matrix

transp oses. No indication has b een giv en regarding the t yp es of applications that these

matrix primitiv e s can b e used for. No indication has b een giv en as to ho w these systolic

arra ys w ould b e implem en te d in a computer.

Chapter 3 deals with applications of systolic arra ys in Digital Signal Pro cessing (DSP),

since this is one of the most common areas of use for systolic arra ys. This leads on to

Chapter 4, whic h will deal with ho w systolic arra ys are impleme n ted on some di�eren t

systems.
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Chapter 3

Applications of systolic arra ys

This c hapter presen ts a selection of systolic arra y applications in the area of Digital

Signal Pro cessing (DSP). The area of DSP w as selected b ecause it is a common area of

applications of systolic arra ys. The argumen ts will demonstrate that the p erformance of

eac h of these applications on a systolic arra y is at least as go o d and in most cases b etter

than the p erformance on standard sequen tial computers, in terms of sp eedup.

The DSP algorithms co v ered in this c hapter are:

� Horners Metho d of p olynomial ev aluation.

� Adaptiv e Beamforming.

� Con v olution.

� Discrete F ourier T ransform (DFT) on a systolic arra y .

� Bit lev el correlation.

The ab o v e algorithms are con v erted in to systolic algorithms b y reform ulating them as

matrix e quations , that is, equations that in v olv e op erations on matrices. The matrices

are then fed in to a systolic arra y .
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3.1 P olynomial ev aluation using Horners metho d: a

systolic pip eline cell

Horners metho d in v olv es the computation of a p olynomial of degree d de�ned as

y

i

= a

0

+ x

i

( a

1

+ x

i

( a

2

+ x

i

( a

3

+ x

i

( a

4

+ : : : )))) (3.1)

The implem en tation of Equation (3.1) on a systolic arra y w as implem en te d b y Kung

(1980a) using a sp ecial systolic \pip eline" cell, illustrated in Figure 3.1. The pip eline cell

--

--

Y out

Xout

Yin

Xin

a

Figure 3.1: Example systolic pip eline pro cessing elemen t.

can b e de�ned b y the recurrences:

x

out

= x

in

y

out

= y

in

x

in

+ a (3.2)

An example of a linear arra y used to compute co e�cien ts of a F ourier series is sho wn in

Figure 3.2. The arra y �rst stores the co e�cien ts

a

i

; i = 0 ; : : : ; n � 2 (3.3)

and then pro ceeds to compute the F ourier co e�cien ts

y

i

=

d � 1

X

j =0

a

j

!

ij

(3.4)
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Figure 3.2: A linear systolic arra y computing F ourier co e�cien ts.

The d co e�cien ts are loaded in to the linear arra y of pro cessors, during whic h succes-

siv e x v alues are clo c k ed through the arra y to b e ev aluated. F rom equation 3.1, d + 1

m ultiplic ations and d + 1 additions are used to ev aluate a p olynomial of degree d .

The sequen tial algorithm used to compute equation 3.1 is giv en in Figure 3.3. It requires

for i = 1 to n

for j = d do wn to 1

y

i

= c

j

+ x

i

y

i

endfor

endfor

Figure 3.3: Sequen tial algorithm for Horners metho d.

nd m ultipli cation and additions, where n is the n um b er of iterations.

3.2 Adaptiv e Beamform ing on a systolic arra y

3.2.1 W ord sk ewing

A tec hnique for adaptiv e b eamforming on an an tenna using a least squares tec hnique

is describ ed b y W ard et. al (1984). It w as implem e n ted on a triangular systolic arra y

constructed from t w o t yp es of pro cessing elemen ts, one t yp e p ositioned on the diagonal
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of the arra y , the other used in the rest of the arra y . The diagonal cell is describ ed b y the

recurrence equations

V

( k +1)

= ( V

( k )

2

+ j x

( k +1)

in

j

2

)

1 = 2

(3.5)

C

( k +1)

out

=

V

( k )

V

( k +1)

(3.6)

S

( k +1)

out

=

x

( k +1)

in

V

( k +1)

(3.7)

Y

( k +1)

out

= Y

( k +1)

in

C

( k +1)

out

(3.8)

The cells whic h constitute the rest of the arra y are describ ed b y the recurrence equations

R

( k +1)

I

= C

( k +1)

in

R

( k )

I

+ S

( k +1)

in

Y

( k +1)

in

(3.9)

Y

( k +1)

out

= C

( k +1)

in

Y

( k +1)

in

� S

( k +1)

in

R

( k )

I

(3.10)

C

( k +1)

out

= C

( k +1)

in

(3.11)

S

( k +1)

out

= S

( k +1)

in

(3.12)

Figure 3.4 depicts the t w o t yp es of pro cessing elemen ts and Figure 3.5 depicts the con-

�guration of the PE's in to a triangular systolic arra y . This arra y will compute an upp er

triangular matrix R

n

whic h is initially zero and whic h will b e up dated after ev ery clo c k

cycle. The righ t hand cells in Figure 3.5 compute the v ector b

(1)

n

whic h is also set to zero

initially and up dated after ev ery clo c k cycle. The �nal solution will b e obtained b y pass-

ing the output of the triangular systolic arra y in to the linear arra y using the con�guration

in Figure 3.6.

3.2.2 Bit-lev el sk ewing

In the con v en tional metho d of b eamforming (Mucci 1984), enhancemen t of the observ ation

of prop ogating coheren t w a v es in bac kground am bien t noise is ac hiev ed b y summing time
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Figure 3.4: The t w o t yp e of cells used in the triangular systolic arra y for adaptiv e b eam-

forming.

dela y ed and w eigh ted sensor data. The w eigh ts can b e designed to ac hiev e a sp eci�c p olar

resp onse or side-lob e lev el from a sp eci�c arra y .

The output in a giv en direction � is giv en as

b

�

( t ) =

k

X

n =1

w

n

( � ) x

n

( t � �

n

( � )) ; (3.13)

where:

� k = the n um b er of sensors in an arbitrary arra y ,

� x

n

( t ) = the output from sensor n ,

� �

n

( � ) = a time dela y to b e applied to x

n

( t ) to steer in the direction � , and

� w

n

( � ) = a w eigh t factor.

Marw o o d & Clark e (1988) sho w ed that equation 3.13 can b e represen ted as

b

�

( t ) = tr f X ( t ) � R ( � ) g ; (3.14)

where:
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� X is a k � m data matrix at time t : The k th ro w of X is an ordered temp oral

sequence of m samples from the k th sensor cen tred at time t . The v alue m is

determined b y the sensor sample rate and the time for a w a v efron t propagating in

the direction b

( � )

to cross the arra y .

� R ( � ) is a k � m matrix where the ith column con tains a single non-zero elemen t w

j

.

The sample rate and the required time dela y �

n

( � ) determines the column p osition

of the non-zero elemen ts of R .

Equation (3.14) has an o v erhead, this b eing the computation of a matrix trace. This

can b e o v ercome b y using the con�guration in Figure 3.7 to compute the pro duct of t w o

matrices as w ell as the trace pro duct: Note that eac h PE in the systolic arra y p erforms

a m ultiply/accum ul ate op eration. The adv an tage of the systolic approac h o v er a direct

6

?

6

?

6

?

-----

r

nk

r

n 2

r

n 1

r

3 k

r

32

r

31

r

2 k

r

22

r

21

r

1 k

r

12

r

11

x

k n

x

k 3

x

k 2

x

k 1

x

2 n

x

23

x

22

x

21

x

1 n

....

x

13

x

12

x

11

'0'

...

...

...

...

...

... ... ...

Main

diagonal

output

Figure 3.7: A linear Systolic arra y computing a matrix pro duct and a matrix trace.

computation of equation 3.13 is that addition of computational elemen ts (to extend the
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algorithm) will not require an increase in memory bandwidth, whereas a direct compu-

tation will require an increase in memory bandwidth: this increase ev en tually b ecoming

appro ximately prop ortional to the computational rate increase.

3.2.3 Comparison b et w een w ord sk ewing and bit lev el sk ewing

W ord sk ewing in a systolic arra y o ccurs when data in di�eren t data streams is sk ew ed

b y the length of a mac hine w ord. Bit-lev el sk ewing in a systolic arra y o ccurs when data

in di�eren t data streams is shifted b y a bit. W ard et. al (1984) sho w ed a systolic arra y

implem en tati on of an adaptiv e b eamforming algorithm. They implem en t the algorithm

in three w a ys:

� computer sim ulation,

� direct extraction of least-squares residuals, and

� systolic arra ys.

The authors seem to fa v or the use of the QR factorization on the systolic arra y implem en-

tation as a metho d of computing the b eamforming algorithm b ecause it ga v e the highest

lev el of n umerical stabilit y out of all the metho ds. They p oin t out that, for their systolic

implem en tati on, a result w ould b e obtained in 2 N clo c k cycles, where N is the order

of the matrix. They p oin t out that the size of the input matrix will determine the size

of the systolic arra y (�gures giv en: a six elemen t arra y w ould require appro ximately 21

pro cessing no des). On the other hand, the arra y presen ted b y Marw o o d & Clark e (1988)

can compute (at least) 25 elemen t arra ys forming 64 b eams, and with tests p erformed on

the arra y using a clo c k rate of 80nsec, the maxim um computation time w as 2.56 microsec-

onds, th us making bit-lev el sk ewing a more viable option for computing the b eamforming

algorithm.
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3.3 Con v olution

The con v olution of t w o sequences x ( n ) and y ( n ), at least one of x and y b eing of �nite

duration, can b e de�ned b y the expression

z ( n ) =

N � 1

X

k =0

x ( k ) y ( n � k ) : (3.15)

This is referred to as the line ar c onvolution of the t w o sequences x ( n ) and y ( n ). Equation

(3.15) can b e written in a matrix-v ector form as
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: (3.16)

This matrix-v ector pro duct can b e easily implem en ted on a linear systolic arra y of inner-

pro duct step pro cessors. Since there are a high n um b er of zero es in the matrix, a direct

implem en tati on of this algorithm w ould b e ine�cien t since there w ould b e a high n um b er

of zero es b eing input in to the linear arra y , as w ell as a high lev el of rep etitiv eness of

elemen ts in the arra y .

An alternate systolic approac h that could b e used to solv e this problem w as prop osed

b y Ara v ena (1988). He prop osed con v erting a matrix-v ector pro duct in to a smaller triple

matrix pro duct. He prop osed a dedicated systolic arc hitecture whic h could compute the
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triple pro duct in O (

p

n ), as opp osed to the matrix-v ector pro duct running at O ( n ) on

con v en tional systolic arra ys.

3.4 The Discrete F ourier transform

The Discrete F ourier transform (DFT) for a p erio dic sequence x ( n ) is de�ned as

X ( k ) =

n � 1

X

i =0

x ( i ) W

k i

n

; (3.17)

W

n

= e

� j (2 � =n )

; (3.18)

where k = 0 ; 1 ; 2 ; : : : ; n � 1 :

X ( k ) can b e obtained b y sampling the F ourier transform o v er the n p oin ts

! = 0 ;

2 �

n

; 2 �

2 �

n

; : : : ; ( n � 1) �

2 �

n

; (3.19)

whic h can b e represen ted in matrix-v ector form as
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This can b e e�cien tly implem en ted on a linear systolic arra y , since it is a matrix-v ector

pro duct. Note that if the elemen ts in the matrix are complex, it will ha v e implications

for the structure of eac h no de in the arra y . It is usually b etter to use the F ast F ourier

T ransform (FFT), since the DFT requires n=l og ( n ) times more op erations than the FFT.

Ho w ev er, a systolic implem en tation of the DFT w ould b e faster than its sequen tial v er-

sion, requiring O ( n ) op erations as opp osed to the sequen tial algorithm requiring O ( n

3

)

op erations (Kung 1980b).
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An alternativ e approac h w ould b e to use the prime-factor Algorithm used b y Ara v ena

(1988). Marw o o d & Clark e (1989) note that the execution time for equation 3.20 is

reduced from O ( n ) on a linear systolic arra y to O (

p

n ) for the triple matrix pro duct

algorithm. F or large v alues of n , this w ould b e faster than the sequen tial FFT, whic h

runs in O ( nl og ( n )) time.

3.5 Bit lev el correlation

A bit-lev el systolic arc hitecture to compute correlations w as describ ed b y McCab e et. al

(1982). The correlation c ( k ) b et w een a reference sequence r ( i ) and a data sequence d ( i )

is de�ned as:

c ( k ) =

N � 1

X

i =0

r ( i ) d ( k + i ) (3.21)

Figure 3.8 giv es an example of a systolic pro cessing elemen t used in bit lev el correlation

and Figure 3.9 giv es an example of the systolic arra y used for bit lev el correlation. The

systolic pro cessing elemen t can b e de�ned b y the follo wing recurrences

Y

out

= Y

in

� C

in

� ( X

in

� A

in

) (3.22)

C

out

= Y

in

� C

in

+ Y

in

� ( X

in

� A

in

) + C

in

( X

in

� A

in

) (3.23)

A

out

= A

in

(3.24)

X

out

= X

in

(3.25)

Note that � is the exclusiv e-OR op erator. In the v ertical direction on the systolic arra y ,

the dimension of the arra y determines the required output w ord length. This m ust b e

large enough to store the maxim um binary output result. Horizon tally , the correlator

length is related to the n um b er of columns.
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The solution presen ted is an e�cien t implem en tation as data is only input to the arra y

once, and y et the data sample is used man y times in the computation.

3.6 Conclusions

A n um b er of systolic DSP algorithms ha v e b een presen ted, and it has b een sho wn that

the systolic algorithms run faster than the sequen tial v ersions of these algorithms. An

imp ortan t note is the relev ance of the prime factor algorithm describ ed b y Ara v ena (1988),

and the e�ect it has on impro ving the p erformance of the Systolic Con v olution algorithm

and computing the Systolic DFT algorithm. In general the metho d prop osed b y Ara v ena

(1988) will impro v e the p erformance of matrix-v ector pro ducts, with the only o v erhead

b eing the requiremen t to ha v e a mo di�ed planar systolic arc hitecture.

Chapter 4 presen ts a discussion of the actual implem en tation of some systolic systems

and the problems that ha v e b een encoun tered when dev eloping these systems.
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Chapter 4

The implem en tation of systolic

algorithms

This c hapter presen ts a discussion of the di�eren t approac hes tak en in actually imple-

men ting a systolic algorithm. This c hapter co v ers areas suc h as:

� the con�guration of standard systems as systolic arra ys,

� mapping algorithms to arc hitectures, and

� a brief summary of some systolic computers/co-pro cessors that ha v e app eared in

the literature.

The ma jorit y of this c hapter discusses a selection of systolic systems that ha v e b een

implem en te d as w ell as approac hes to implem en ti ng systolic algorithms. The problem of

implem en ti ng a systolic arra y in soft w are using UNIX so c k ets is also discussed, sho wing

that it is p ossible to implem en t the con�guration of a systolic arra y completely in soft w are.
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4.1 Systolic arra ys whic h can b e con�gured

It can b e concluded from the preceding Chapters that no single systolic arc hitecture can

implem en t the wide range of systolic algorithms represen ted. Therefore, attempts ha v e

b een made to pro duce a generic systolic pro cessor. This section will discuss t w o of these

attempts, the prop osed CHiP computer, and the PSC c hip.

4.1.1 The CHiP computer

The CHiP computer (Con�gurable Highly P arallel Computer) w as dev elop ed b y Sn yder

(1982) and consists of a set of homogeneous micropro cessors in terlaid with a switc h lattice

and a con trolling mec hanism. Essen tially , it is a systolic arra y whic h has programmable

in terconnections: the PE's comm unicate via the switc h elemen ts. The switc h elemen ts

can b e programmed to con tain di�eren t con�gurations, allo wing di�eren t areas of the

arra y to b e switc hed to di�eren t con�gurations. F or example, one area of the arra y can

b e con�gured to form an LU-decomp osition and the output of this can b e fed in to another

area of the arra y whic h has b een con�gured to form bac k-substitution.

The CHiP arc hitecture is limited in that there is only one in terconnection structure built

in to the computer, th us limiting the t yp e of algorithms that could b e implem en ted. There

is no discussion on ho w the system w ould b e programmed: a high lev el of arc hitectural

kno wledge w ould still b e required to e�ectiv ely use the arc hitecture. This kno wledge

w ould encompass the abilit y to actually de�ne a p ortion of the system to b e con�gured

with a particular con�guration, as w ell as the actual programming of the con�guration.

There is also no men tion on whether the CHiP system is scalable or ho w an y of the

necessary timing dela ys b et w een pro cessors are impleme n ted. Almasi & Gottlieb (1994)

men tion that pro cessing on the CHiP w ould b egin with the con troller (ak a Host Pro cessor)

broadcasting a command to all switc hes to set themselv es in a particular con�guration.
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4.1.2 The PSC Chip

The PSC Chip (Programmable Systolic Chip) w as dev elop ed b y Fisher et. al (1983). It

w as designed as a single c hip pro cessor whic h could b e in tegrated with a large n um b er

of PSC's to implem en t a range of systolic arra y con�gurations. It w as also the �rst real

system to consider the arc hitectural and implem en tation problems of systolic arra ys. It

essen tially sho w ed that man y questions m ust b e answ ered b efore a systolic arra y mo del

can b e impleme n ted as a real system. F or example, if the systolic arra y is to b e used

in an y signal pro cessing applications, then 
oating-p oin t arithmetic is mandatory on the

hardw are.

4.2 Mapping algorithms to arc hitectures

There are t w o ma jor con tributions in this particular asp ect of systolic algorithm design,

this b eing the w ork of Moldo v an and the w ork of S. Y. Kung.

Moldo v an (1984) managed to sho w that the QR algorithm for an arbitrarily large matrix

could b e mapp ed on to a �xed size systolic arra y b y transforming a sequen tial index set in to

a new index set whic h could b e mapp ed on to lo cal in terpro cessor comm unications. The

adv an tage of this approac h is that partitioning the algorithm can b e easily implem en te d,

mainly b y dividing the problem in to smaller sub-problems.

One of the ma jor signi�cances of this w ork is that it highligh ted the problems of parti-

tioning an arbitrarily large algorithm to run on a �xed size systolic arra y . These problems

include:

� the loss of n umerical stabilit y in an algorithm resulting from the partitioning, and

� p o or allo cation of the computation to the pro cessors ma y lo w er the sp eedup factor.

Kung et. al (1987) dev elop ed a mapping metho dology for mapping algorithms on to
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systolic arra ys that has b ecome widely used in the literature. It consisted of three stages

listed b elo w:

1. The deriv ation of a dep endance graph (DG) from the sequen tial algorithm;

2. The deriv ation of a signal 
o w graph (SF G) from the dep endance graph;

3. The SF G is automatically mapp ed to the systolic arra y .

An adv an tage of this approac h is that this tec hnique ma y b e used to map algorithms to

an y arra y pro cessor, systolic arra y , w a v efron t arra y , or ev en a MIMD arra y . This approac h

also allo ws the algorithm to b e easily partitioned. A disadv an tage of this approac h is that

there is a p ossibilit y of dev eloping a systolic algorithm whic h is di�cult (if not imp ossible)

to implem e n t in hardw are.

4.3 Soft w are in teraction on a systolic arra y

As previously stated, in order to dev elop soft w are that will run on a systolic arra y , a set

of soft w are pac k ages that will in terface with the systolic arra y , or a systolic programming

language, m ust b e dev elop ed. The factors a�ecting these approac hes are listed b elo w.

� Both approac hes men tioned ab o v e m ust b e simple to use and easy to program. The

user should not ha v e to w orry ab out the underlying arc hitectural represen tation.

� They m ust b e extendable; the systolic programming language should b e 
exible

enough to b e able to implem en t a v ariet y of systolic algorithms and the soft w are

libraries can easily ha v e new algorithms installed in them.

� Both approac hes m ust pro duce co de whic h executes e�cien tly .
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4.3.1 The Connection mac hine

The Connection Mac hine (CM) (T uc k er & Rob ertson 1988) is a SIMD arc hitecture whic h

can e�cien tly run as a systolic arra y . It consists of a h yp ercub e routing sc heme whic h

con tains 64K single-bit pro cessors. One of the main problems with co ding the CM arc hi-

tecture is the explicit metho d of comm unic ation b et w een the PE's. Also, it w as p oin ted

out (Hughey 1991) that when data close to (but b elo w) the computers w ord size is b e-

ing manipulated, the bit-serial op erations in the CM will b e slo w er than the bit-parallel

op erations.

When programming the CM using P aris (Thinking Mac hines 1989), problems o ccur in

the lo w-lev el setting up of the data streams and the memory allo cation. It also su�ers

from a notable lac k of an abstract data stream: the PE's need to b e told whic h direction

to send data. Ho w ev er, P aris can easily in tegrate host and co-pro cessor functions (that

is, the CM) in a single program. The C

�

parallel programming language is a m uc h higher

lev el programming language a v ailable for the CM than P aris, ho w ev er it has a tendency to

su�er from man y of the same problems as it is still closely link ed to the actual hardw are.

4.3.2 W arp

The W arp computer w as �rst dev elop ed at Carnegie-Mellon Univ ersit y under the guid-

ance of H. T. Kung (Lam 1989). Figure 4.1 depicts the W arp system o v erview: it consists

of a pro cessor arra y , an in terface unit and a host. The pro cessor arra y con tains ten

10-MFLOPS pro cessors connected in a linear con�guration. Eac h pro cessor has its o wn

on-b oard memory and sequencer. Almasi & Gottlieb (1994) claim that W arp is \w ell

matc hed" to algorithms consisting of few conditional branc hes and data-indep endan t

lo ops.

One of the applications that W arp has b een used in is Computer Vision researc h. A

W arp pro cessor consisting of 10 cells can compute 1024-p oin t complex FFT's at one FFT
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ev ery 600 microseconds (Almasi & Gottlieb 1994).
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Figure 4.1: A system o v erview of the W arp pro cessor.

Programming the W arp pro cessor is done using a language called W2(Lam 1989). W2 has

a P ascal-lik e syn tax, and with it the user needs an a w areness of the hardw are con�guration

b eing used. The correctness of a W2 program hea vily relies on the order in whic h the

send and r e c eive statemen ts are placed in the co de; if they are out of order, the program

will not w ork. Because of this reliance of the user's kno wledge of the hardw are, the W2

language is di�cult to program.

4.3.3 SCAP

The SCalable Arra y Pro cessor (SCAP), is a systolic pro cessor whic h impleme n ts the

matrix op erations of matrix addition, subtraction, pro duct and Hadamard pro duct. The

�rst protot yp e, describ ed b y Clark e et. al (1992a), consisted of four h undred 
oating p oin t

pro cessors stored in a 20 � 20 mesh, and is implem e n ted as a 120 MFLOPS co-pro cessor

designed to b e attac hed to a SUN Sparcstation running at 1.7 MFLOPS.
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The system pro vides its o wn library of matrix functions implem e n ted in C. The matrix

functions are written in suc h a w a y that they can b e used to implem en t more complex

systolic algorithms. An example piece of SCAP C-co de whic h impleme n ts a F ourier T rans-

form is sho wn in Figure 4.2. This example uses n um b er theory tec hniques to impleme n t

the F ourier transform. In the example, X is the complex input data, F 1 and F 2 are

rotated complex F ourier co e�cien t matrices, Y is the transform and n [0] and n [1] are the

data matrix dimensions. The function mmul t 3 is a complex matrix m ultiplication op er-

ation, and the map function causes SCAP to allo w address-generation mappings during

the matrix op erations.

The functions also allo w for the p ossibilit y of partitioning the matrices if their dimensions

exceed the size of the systolic arra y . There is no need for the user to sp ecify the data 
o w

or an y comm uni cation primitiv es, since this is all in visible to the user. Ho w ev er there is

a need for the user to b e a w are of the addressing tec hniques that are implem e n ted, since

o�set v alues for the �nal address generation are required in the library calls.

An imp ortan t issue of SCAP is that there are three in terface comp onen ts to the systolic

pro cessor: the t w o in terface buses and the output bus. Eac h of these buses con tains its

o wn address generator and data con troller (Clark e et. al 1992b). An example of this is

sho wn in Figure 4.3.

X = map(X, 0, n[0], n[1]);

Y = map(Y, 0, n[0], n[1]);

mm ul t3(F1, X, T);

mm ul t3(T, F2, Y);

Figure 4.2: Implem en tation of F ourier T ransform on SCAP .
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4.3.4 Cra y-1

The Cra y-1 (F rumpkin 1992) is a v ector-pro cessor computer with the follo wing con�gu-

ration:

� 8 v ector registers( V

0

to V

7

);

� 6 v ector functional units. These are addition(+ F ), m ultiplic ation( � F ), recipro cal

appro ximation(1 =: ), in teger addition(+1), logical/mask op erations( ; &), and a shift

op eration( >>; << );

� a v ector mask register ( V M ) allo wing the abilit y to p erform v ector op erations with

sp eci�c elemen ts of v ector registers;

� a memory c hannel whic h connects the CPU and the main memory , and

� a c ommutator whic h allo ws the use of t w o v ector argumen ts and a register as ar-

gumen ts and as the result of an op eration; note that a register cannot b e used for

more than one op eration at a time.

A sc hema outlining these facilities is presen ted in Figure 4.4. Systolic arra ys suc h as

the linear arra y to form matrix-v ector pro ducts, a t w o-dimensional mesh to form matrix-

matrix pro ducts, and a triangular system to calculate least-squares solutions can b e im-

plemen ted on the Cra y using the PE's outlined in Figure 4.5.

4.3.5 T ransputer-orien ted systolic arra ys

Graham & King (1990) describ ed the T800 T ransputer as b eing the �rst transputer sp eci�-

cally designed for n umerical applications. Sam w ell (1986) describ es the concept of directly

mapping a systolic arra y to an arra y of transputers as \...a sev ere case of o v erkill...". In-

stead, he rec k oned that it w ould b e b etter to either:
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Figure 4.4: Sc hema outline of the Cra y-1.

� map man y PE's to a single transputer, or

� map man y complete problems on to a system of transputers.

The main language used to program the transputer is Occam (Graham & King 1990).

(Sam w ell 1986) claimed that b ecause Occam is a w eakly t yp ed language, it mak es im-

plemen ting complicated systolic problems a more di�cult pro cess. On the other hand,

Sam w ell (1986) claims that the simple structures of Occam pro vide a metho d of imple-

men ting \semi-formal" v eri�cation ab out program b eha viour.

4.3.6 Systolic arra ys on the In tel i860

The i860 pro cessor (F rumpkin 1992) is a 64-bit RISC system that is useful for n umerically

based computations. It is p ossible to implem en t a systolic arra y on a system of i860

pro cessors(or ev en one i860!) using the metho ds describ ed in section 4.3.5. Ho w ev er,
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since the i860 is an extremely fast pro cessor (a 1000 � 1000 system of linear equations

w ould b e solv ed in less than 30 seconds(F rumpkin 1992)), then they w ould only b e useful

for problems of an order bigger than this. Graham & King (1990) rep ort that one of the

ma jor problems with the i860 is that they are exp ensiv e to pro duce. Also, the pro cessing

sp eed of the i860 places limitations on the design of b oards to hold them.

4.4 Programming a systolic arra y using UNIX so c k-

ets

An adv an tage of using UNIX system calls to implem en t parallel algorithms is that an y

parallel algorithm written on one UNIX mac hine will b e imme diatel y p ortable on to a wide

range of other (parallel) mac hines running UNIX. There will almost alw a ys b e a tradeo�

b et w een p ortabilit y , e�ciency and the particular mo del of parallelism b eing implem en ted

in the language b eing used. In other w ords, an algorithm will ha v e to b e \tuned" on a

sp eci�c arc hitecture (F rumpkin 1992).

T o illustrate ho w systolic programming can w ork under UNIX, some example co de (writ-

ten using UNIX so c k ets) is presen ted whic h will implem en t the blo c k matrix pro duct

algorithm. Comm unicati on b et w een no des will o ccur via the SND and R CV functions

whic h are de�ned as follo ws:

� S N D (& ty pe; a 21[ i ] ; & n 1 ; & nodeto ) sends a message a 21[ i ], that is, the i th ro w of

the matrix a21, of the t yp e \t yp e" of length n1 to the no de n um b ered \no deto".

� RC V (& ty pe; c 21[ i ] ; & k 1 ; & nodef r om ) receiv es a message c 21[ i ], that is, the i th ro w

of the matrix c21, of the t yp e \t yp e" of length k1 to the no de n um b ered \no defrom".

SND and R CV are user-de�ned function calls whic h allo w the user to comm unic ate b e-

t w een PE's using actual names rather then so c k et names. They also ha v e the abilit y to
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allo w arbitrary data of arbitrary length to b e sen t and receiv ed as w ell as the abilit y to

sync hronize comm unication and c hec k the lengths of messages b eing sen t/receiv ed. The

blo c k matrix pro duct is de�ned as the normal matrix pro duct:

0

B

@

a

11

a

12

a

21

a

22

1

C

A

0

B

@

b

11

b

12

b

21

b

22

1

C

A
=

0

B

@

c

11

c

12

c

21

c

22

1

C

A
(4.1)

the matrix dimensions can b e considered as

( m � n ) � ( n � k ) = ( m � k ) ;

and the blo c k sizes are

m = m 1 + m 2 ;

n = n 1 + n 2 ; and

k = k 1 + k 2 :

That is, the dimensions m; n and k can b e considered as the sum of t w o other v alues. An

implem en tati on of the co de is sho wn in Figure 4.6.

Impleme n ting a systolic arra y using UNIX so c k ets allo ws the user to implem en t a systolic

arra y as a series of pro cesses on a UNIX mac hine or as a series of pro cesses distributed

across a net w ork of UNIX mac hines.
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void blockmm()

{

switch(NODEID()) {

case 0:

nodeto = 1;

for (i = 0; i < m2; i++)

SND(&type, a21[i], &n1, &nodeto);

...

mmult(c11, a11, b11, m1, n1, k1);

mmult(x11, a12, b21, m1, n2, k1);

mmsum(c11, c11, x11, m1, k1);

...

nodefrom = 1;

for (i = 0; i < m2; i++)

RCV(&type, c21[i], &k1, &nodefrom);

...

case 1:

nodefrom = 1;

for (i = 0; i < m2; i++)

RCV(&type, a21[i], &n1, &nodefrom);

...

mmult(c21, a21, b11, m2, n1, k1);

mmult(x21, a22, b21, m2, n2, k1);

mmsum(c21, c21, x21, m2, k1);

...

nodeto = 0;

for (i = 0; i < m2; i++)

SND(&type, c21[i], &k1, &nodeto);

...

}

}

Figure 4.6: Sk eletal co de to implem en t a systolic arra y using UNIX so c k ets.
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4.5 Conclusions

This c hapter has giv en a general outline of systolic arra y and systolic algorithm dev el-

opmen t whic h has o ccured o v er the past 15 y ears. F rom the examples presen ted, it is

eviden t that there are imp ortan t trade-o�s to b e considered in the design of an optimal

systolic algorithm, particularly in the area of deciding whic h arc hitecture is b est suited

for a problem. The attempts made at dev eloping generic con�gurable systolic pro cessors,

while sho wing a high degree of v ersatilit y , w ould still su�er from the inheren t complex-

ities of driving suc h an arc hitecture. Graph-based tec hniques for mapping algorithms

to systolic pro cessors exist and ha v e b een used widely as describ ed in Section 4.2, but

there are problems with e�cien tly implem en ti ng partitioning and with the p oten tial to

end up with a systolic arra y con�guration that is imp ossible to implem en t e�cien tly in

hardw are. An o v erall problem whic h is inheren t in the literature is that the problems of

actually implem e n ting the prop osed systolic hardw are are often inadequately discussed.

It is clear that man y di�eren t algorithms can b e implem en ted on systolic arra ys, ho w ev er

with curren t tec hnologies a strong understanding of the actual hardw are is still required

in order to impleme n t systolic algorithms. This has resulted in systolic arra ys ha ving a

limited lev el of use in computer based industries.

Ho w ev er, man y problems whic h can run on systolic arra ys can b e reform ulated as matrix

equations. These matrix equations can b e written in a form (sometimes tak en directly)

whic h can run on a systolic arra y without the user requiring a deep lev el of understanding

of the systolic hardw are. Therefore, a p oten tially useful solution w ould b e to pro vide a

v ersatile matrix in terface in order to minim ise an y dev elopmen t o v erhead.

It app ears from the nature of the studies presen ted that the arc hitectures describ ed in

Whitehouse & Sp eiser (1981) and further extended in the SCAP concept Clark e et. al

(1992a), pro vide the most p o w er for general programmabilit y . They pro vide an easy to

use programmable in terface, complete with a suite of library functions written in C (an
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example b eing giv en in Figure 4.2). As w ell as this, Chapter 2 has sho wn that the no v elt y

and v ersatilit y of the arc hitectures prop osed b y Sc hr• oder (1986) and P orter (1987) w arran t

further in v estigation.

The remaining c hapters of this thesis presen t w ork whic h build on the ideas of dev eloping

a general purp ose systolic computer. The sim ulation system presen ted in the next Chapter

has an in terface library whic h is similar to the library presen ted b y Clark e et. al (1992a)

and men tioned in Section 4.3.3, but do es not require kno wledge of the system's use of

address generation. The concept of extending an existing programming language (C), as

used in Clark e et. al (1992a), is con tin ued.
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Chapter 5

A systolic arra y sim ulation system

The sim ulation of a mo del of some system can b e c haracterized in the follo wing w a ys:

� sim ulating a system means building a mo del that represen ts the system;

� the mo del ma y b e manipulated in w a ys that are imp ossible, to o exp ensiv e or im-

practical to p erform on the system it p ortra ys;

� the mo del's op eration ma y b e studied and from the op eration, prop erties concerning

the b eha viour of the actual system can b e inferred.

Ev en though this is a broad de�nition of the term, it is su�cien t to co v er the sim ulation

b eing discussed in this study .

The sim ulation mo del NEWSYS sim ulates a mo del of a square mesh systolic arra y con-

nected to a host pro cessor. The aim of the sim ulation is to estimate the p erformance of

algorithms con v erted to a series of matrix op erators and run on a systolic arra y . Assump-

tions in the sim ulation are made regarding the in terface b et w een the systolic pro cessor

and the host, as w ell as the in terior w orkings of the systolic arra y .

NEWSYS w as implem en t ed on a UNIX host as a discrete ev en t sim ulation program in C.

Discrete-ev en t sim ulations usually describ e a system in terms of relationships that cause
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a c hange of state at discrete p oin ts in time. It is con v enien t to sim ulate a systolic arra y

as a discrete ev en t sim ulation for t w o reasons:

� a \c hange of state" can b e easily mo deled b y a systolic clo c k and the rh ythmic

pumping of data.

� the individual parts of the systolic arra y , for example, the pro cessing elemen ts and

the Job Queues, can b e easily mo deled as \blac k b o xes" with \ev en ts" b eing mo deled

as the comm unic ation of data b et w een these b o xes.

5.1 The sim ulation mo del

The systolic arra y sim ulation mo del is illustrated b y Figure 5.1. This section describ es

brie
y ho w the mo del is in tended to w ork.

Data is sen t from the host on to the system bus and then on to the in terface to the systolic

co-pro cessor. This data tak es the form of t w o matrices, A and B , whic h will b e fed

sync hronously (or \pump ed") through the arra y . The in terface to the systolic arra y

consists of a series of in�nite-length queues, referred to as \job streams". The feeding of

the data in to the arra y is timed b y a systolic \clo c k".

Once the particular matrix computation has b egun to pro duce results, they are passed

out of the arra y in a step wise manner, bac k on to the system bus and then bac k in to the

host's address space. The result of the matrix computation is pump ed out of the systolic

arra y in the same w a y that the input matrices A and B are pump ed in to the systolic

arra y . This requires a second comm uni cation line b et w een eac h line. This means that in

eac h clo c k cycle, there is a t w o-w a y in teraction b et w een the PE's in the systolic arra y .
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Figure 5.1: Systolic arra y sim ulation mo del.
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5.2 P erformance statistics gathered b y NEWSYS

The p erformance statistics gathered b y NEWSYS are to aid a systolic algorithm designer

assess the suitabilit y of a particular systolic algorithm. The statistics gathered b y the

system are listed b elo w.

� Clo c k cycles : Since a systolic arra y is usually impleme n ted as a co-pro cessor to

a host computer (and has also b een implem en te d o ccasionally as a sp ecial-purp ose

stand-alone pro cessor), it will ha v e an in ternal clo c k whic h determines the rate of

the PE's (a t ypical clo c k rate could b e 20 MHz). Computing the n um b er of clo c k

cycles tak en b y an algorithm in a systolic arra y is imp ortan t in determining ho w

fast the algorithm p erforms, since

total systolic running time = total n um b er of clo c k cycles �

systolic clo c k sp eed :

� E�ciency : The reader is referred to equation (2.4) for details of this de�nition.

Note that equation (2.4) refers to the e�ciency of a systolic algorithm for a partic-

ular clo c k cycle. NEWSYS computed the e�ciency of a systolic algorithm in the

follo wing w a y:

e�ciency =

P

total n um b er of busy no des

P

p oten tial n um b er of busy no des

(5.1)

In other w ords, e�ciency is a v eraged o v er the total running time.

� Memory fetc hes, memory writes : these t w o statistics giv e an indication as to

whether the systolic pro cessing will b e dela y ed while it w aits for incoming data

from the host pro cessor. When implem en ti ng algorithms on a systolic arra y , it

is preferable to k eep these v alues to a minim um . These v alues are also highly

dep endan t on the host in terface.
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� Host pro cessor o v erhead time : This in v olv es calculating the running time of the

fraction of a parallel algorithm that is not impleme n ted in parallel. This w as done

b y timing a subset of the algorithm that do es not con tain an y systolic computation.

The ab o v e v alues are useful in estimating an algorithm's execution time. Using these

v alues, an appro ximation for the running time of a systolic algorithm can b e estimated as

total running time = host pro cessor o v erhead time + total systolic running time : (5.2)

Equation (5.2) is dep endan t on the amoun t of time that the Host pro cessor and the

systolic arra y are sim ultaneously busy: it is desirable to k eep this to a maxim um .

5.3 Implem en tation issues of NEWSYS

NEWSYS underw en t a n um b er of iterations from the �rst v ersion whic h w as implem en ted

in a mix of C and C++ on a SUN Sparc 470, to the curren t v ersion whic h w as written in

ANSI C on a Sun Sparc 10. The curren t v ersion is more robust and stable, and w as written

in suc h a w a y that the gathering of p erformance statistics w as easier. The curren t v ersion

w as also redesigned in a \la y ered" manner with the in ten tion of making a translation to

C++ a relativ ely simple exercise. A t the time of writing, a v ersion of NEWSYS in C++

is b eing dev elop ed.

The language C++ w as c hosen as the ev en tual implem en tation language of NEWSYS

b ecause it w as felt that the particular asp ects of the systolic arra y w ould b e easily mapp ed

in to C++ using ob ject orien ted design. It w as also felt that the use of op erator o v erloading

w ould mak e systolic algorithm design easier. F or example, in a systolic arra y system

written in C++, it w ould b e p ossible to write co de (assuming the existence of a Matrix

class) suc h as:

Matrix A, B, C
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: : :

C = A + B

This w ould b e accomplished b y o v erloading the op erators so that arithmetic op erations

on complex t yp es can b e p erformed.

5.3.1 Data structures used to implemen t the sim ulation mo del

T o enhance the understanding of the results, a description of the impleme n tation is no w

giv en.

Matrix Structures used in NEWSYS.

As the ev en tual in ten tion is to implem en t the sim ulation co de in C++, it w as felt that

implem en ti ng the data structures and co de for the MA TRIX data t yp e in terms of a

VECTOR data t yp e w ould mak e translation to C++ easier. This w ould also allo w the

t w o-dimensional systolic mesh to b e impleme n ted as a series of one-dimensional linear

systolic arra ys if required. The data structures for the MA TRIX and VECTOR data

t yp es are displa y ed in Figure 5.2.

Sim ulation Data Structures used in NEWSYS.

T o enable co de re-usabilit y throughout the system, all the lists in the system w ere im-

plemen ted as generic lists. A generic list w as used as part of the job streams and in the

sc heduling of ev en ts in the sim ulation. F rom Figure 5.3, the in terface to the generic list

w as represen ted b y t w o data structures, LINK and LINKHEAD. LINK w as the structure

of a generic no de consisting of a generic p oin ter (elemen t) to some data item, and a p oin ter

to the next elemen t in the list (next). There w as also the header no de, LINKHEAD, whic h

consisted of a p oin ter to the head of the list (head), a p oin ter to the tail of the list (tail), a

p oin ter to the curren t elemen t in the list that the system is curren tly pro ccesing (curren t),
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t yp edef struct

v ector f

double * store;

in t length;

g VECTOR;

t yp edef struct

matrix f

VECTOR ** store;

in t ro ws;

in t columns;

g MA TRIX;

Figure 5.2: Matrix data structures used in NEWSYS.

and a measure of the n um b er of elemen ts in the list (size). The size �eld is particularly

helpful when gathering p erformance statistics ab out the algorithm.

The generic list w as used in the creation of JobQueues for the b oundary pro cessing el-

emen ts. The structure for the JobQueue (QD A T A) displa y ed in Figure 5.4 con tains a


oating p oin t v alue for storing the input data (data), a 2 bit 
ag whic h sp eci�ed whether

the curren t PE that the data w as residing in w ould con tin ue to p erform m ultiply accum u-

lations on the curren t job, or w ould receiv e a \job completion" signal and �nish pro cessing

for the curren t job.

The QD A T A structure also con tained v ariables that don't accurately sim ulate a systolic

arra y . These v ariables are used when generating addresses to store the �nal data of a result

bac k in memory . It consisted of a step v alue that remem b ered ho w far the �nal result had

\stepp ed" bac k through the systolic arra y . This w as a simple metho d of computing �nal

addresses since the step v alue is equiv alen t to the column index in the resultan t matrix.
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t yp edef struct

no delink f

v oid * elemen t;

struct no delink * next;

g LINK;

t yp edef struct

qlist f

LINK * head;

LINK * tail;

LINK * curren t;

in t size;

g LINKHEAD;

Figure 5.3: Sim ulation ev en t queue data structures used in NEWSYS.

t yp edef struct

elemen t f

double data;

/* the actual data on the Job str e am */

in t dumm y;

/* r epr esents o�set fr om �nal PE: use d in addr ess gener ation */

unsigned in t 
ag : 2;

/* stor es c ontr ol signals for sending and pr o c essing */

g QD A T A;

Figure 5.4: Systolic Job stream data structure.
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Data structures used to implem en t the systolic arra y .

The actual systolic arra y w as implem e n ted in the sim ulation as a linear arra y of records

(represen ted as Pro cessing Elemen ts (PE's)), where the index of the PE in the arra y

represen ted the next elemen t in the arra y that the curren t PE w ould pass its information

on to.

The details of a PE are represen ted b y the follo wing structures in Figure 5.5. It consists

of a v ariable represen ting the accum ulated data store (C), a b o olean status 
ag, and a

store rep esen ting the n um b er of clo c k cycles used b y the individual PE's (cycles).

t yp edef struct

regstruct f

double C;

/* ac cumulate d data stor e d her e */

in t status;

/* 0 = id le, 1 = busy */

in t cycles;

/* Numb er of cycles use d in this PE. */

g PEreg;

t yp edef struct

Elemen t f

unsigned in t 
ag : 2;

QD A T A * Ain, * Aout, *Bin, *Bout;

PEreg * Cacc;

g PElemen t;

Figure 5.5: Systolic arra y data structure.

NEWSYS w orks b y instan tiating an ev en t list whic h will run the sim ulation. The systolic

arra y is represen ted in the soft w are as an arra y of PElemen t structures describ ed in Figure

5.5. Eac h PE on the b oundary of the systolic arra y is also connected to a queue. The

ev en t list stores instances of QD A T A elemen ts. With eac h clo c k cycle, elemen ts are tak en
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o� the ev en t list and placed on the appropriate queues. F or eac h clo c k cycle, eac h PE

will extract the data from the neigh b ouring PE, pro cess it and mak e it a v ailable for the

next clo c k cycle.

5.3.2 F unctions implemen ted in the sim ulation pac k age

The list of functions that w ere implem en te d as part of the NEWSYS pac k age is as follo ws:

MA TRIX � CreateMatrix( in t , in t , double );

MA TRIX � GetMatrix( c har � );

v oid F reeMatrix(MA TRIX � );

MA TRIX � Circulan t( double , in t );

MA TRIX � Iden tit y( in t );

v oid Displa yMatrix(MA TRIX � );

MA TRIX � mat elem div(MA TRIX � , double );

MA TRIX � mat elem m ult(MA TRIX � , double );

MA TRIX � mat elem add(MA TRIX � , double );

MA TRIX � mat elem sub(MA TRIX � , double );

VECTOR � Mat v ec Mult(MA TRIX � m, VECTOR � v);

MA TRIX � Mat Mult(MA TRIX � , MA TRIX � );

MA TRIX � Mat Add(MA TRIX � , MA TRIX � );

MA TRIX � Mat Sub(MA TRIX � , MA TRIX � );

MA TRIX � EMult(MA TRIX � , MA TRIX � );

MA TRIX � T ransp ose(MA TRIX � );

in t Mat equal(MA TRIX � , MA TRIX � );

Figure 5.6: NEWSYS library functions.

The library consists of functions that co v er all of the basic matrix op erations: matrix

pro ducts, adds, subtracts, transp ose and the Hadamard pro duct. The library also has

facilities to generate test matrices and to read sp ecial matrices from data �les.

An assumption made ab out the library functions is that ev ery function that p erforms a

computation on a matrix (or b et w een t w o matrices) will actually p erform the computation
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on the systolic arra y . This is not necessary with some prop osed systolic arc hitectures

(Clark e et. al 1992b).

Note that this concept can b e further extended to implem en t other pro ducts suc h as the

Kronec k er pro duct (Horn & Johnson 1985), in terms of the implem en te d functions in this

library . This mirrors the basic idea of systolic algorithm dev elopmen t as prop osed b y

Whitehouse & Sp eiser (1981).

5.4 Algorithms in NEWSYS

A description of some of the primitiv es in NEWSYS is no w giv en. These consist of \lo w

lev el" primitiv e algorithms: the systolic arra y \driv er" algorithm, the matrix pro duct

algorithm, and the matrix addition algorithm. There are also the \higher lev el" primitiv e

algorithms suc h as the matrix in v ersion algorithm and the Hadamard pro duct algorithm.

5.4.1 Lo w Lev el primitiv es

Systolic Arra y \driv er" algorithm

A systolic arra y requires at least t w o \buses", one for input data to the systolic arra y

and the other for output data from the systolic arra y bac k in to the host pro cessor. These

buses are implem en ted as link ed lists. The ev en t list for the sim ulation w as a sorted

link ed list using the systolic clo c k cycle as a primary k ey and the \Pro cessing Elemen t

ID" (essen tially , the index of the PE in the systolic arra y) as a secondary k ey . A t the start

of eac h clo c k cycle, eac h of the t w o \buses" w ere split in to t w o smaller lists, one con taining

the ev en ts to o ccur in the curren t clo c k cycle and the other con taining the \remaining

ev en ts". An y new ev en ts that w ould o ccur during the curren t clo c k cycle w ould b e placed

in to the \remaining ev en t" list, to o ccur in later clo c k cycles. Because the sim ulation

w as b eing run on a sequen tial mac hine, the algorithm presen ted in Figure 5.7 w as used
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to sim ulate all the PE's w orking together in one clo c k cycle. If the ev en t list is pro cessed

correctly , this algorithm will not corrupt an y data that is required in the curren t clo c k

cycle.

WHILE the input bus and the output bus are not empt y DO

cause an ev en t to happ en on the input bus.

IF the ev en t is a v alid ev en t THEN, for the curren t PE

Receiv e the elemen t

Accum ulate the elemen t

Send the elemen t to the next appropriate PE

ENDIF

cause an ev en t to happ en on the output bus.

IF the ev en t is a v alid ev en t THEN, for the curren t PE

Receiv e the elemen t

Accum ulate the elemen t

Send the elemen t to the next appropriate PE

ENDIF

END WHILE

Figure 5.7: NEWSYS systolic arra y \driv er" algorithm.

Matrix Multiplication Algorithm

The common matrix pro duct C = AB of t w o matrices A of dimension m � r and B of

dimension r � n is de�ned as
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Since eac h PE in the systolic arra y is only capable of p erforming a series of m ultiply-

accum ulates and this is equiv alen t to Equation (5.3), Figure 5.8 is an appropriate algo-

rithm to compute C = AB :

Algorithm M atr ix M ul t ( A; B )

Place Matrix A on T op Queue

Place Matrix B on Left Queue

Run Systolic driv er program and return the result to the matrix C

Figure 5.8: NEWSYS matrix m ultiplic ation algorithm.

Matrix Addition Algorithm

The addition of t w o matrices C = A + B where A and B are of order m � n is de�ned as

C = f c

ij

g

m � n

; c

ij

= a

ij

+ b

ij

(5.4)

A simple metho d to implem e n t matrix addition on a systolic arra y is to mak e use of the

prop ert y that

A + B = A � I + B � I (5.5)

Where I is the appropriate Iden tit y matrix. An algorithm to implem en t matrix addition

in NEWSYS using the prop ert y de�ned in equation (5.5) is sho wn in Figure 5.9.

The algorithm will �rst accum ulate A � I in to the arra y and w ould then pro ceed to add

B to the curren t con ten ts of the arra y , whic h is A , th us forming the matrix sum.

Matrix T ransp ose Algorithm

When matrices are placed on to the job streams for pro cessing in the systolic arra y , the

host places matrices on the top Queue in column-ma jor order, and the matrices on to the
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Algorithm M atr ix Add ( A; B )

Place Matrix A on T op Queue

Place Matrix B on T op Queue

Place Matrix I t wice on Left Queue

Run Systolic driv er program and return the result to matrix C

Figure 5.9: NEWSYS matrix addition algorithm.

side Queue in ro w-ma jor order. If a matrix to b e inserted on to the side set of Job streams

w as inserted in column-ma jor order, it w ould then b e p ossible to form the transp ose of

this matrix using the algorithm in Figure 5.10.

Algorithm T r anspose ( A )

Place Matrix A on Left Queue in column ma jor order

Place Matrix I on T op Queue

Run Systolic driv er program and return the result to matrix C

Figure 5.10: NEWSYS matrix transp ose algorithm.

5.4.2 Higher lev el primitiv es

The follo wing algorithms are referred to as \Higher lev el primitiv es" b ecause they are

implem en te d in terms of the lo w er lev el primitiv es de�ned in the previous section. Because

of this, the algorithmic notation presen ted b elo w will di�er.

Matrix In v ersion Algorithm

The in v ersion algorithm implem en te d in NEWSYS uses Newton's metho d for in v ersion of

matrices (A tkinson 1978). This is represen ted in Figure 5.11.

where A

T

represen ts the transp ose of a matrix A and tr ( A ) represen ts the tr ac e of a

matrix A (Horn & Johnson 1985). Since the \systolic part" of this algorithm only uses
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Algorithm inv mat ( A )

X

0

=

1

m

A

T

; m = tr ( A

T

� A )

X

r +1

= X

r

(2 I � AX

r

)

Figure 5.11: NEWSYS matrix in v ersion algorithm.

sums, pro ducts and transp oses, it is straigh t forw ard to implem en t this algorithm in terms

of other matrix primitiv es.

Hadamard pro duct

The Hadamard pro duct C = A 
 B of t w o m � n matrices A and B is de�ned as (Horn

& Johnson 1985)

c

ij

= a

ij

b

ij

; i = 1 ; : : : ; m; j = 1 ; : : : ; n:

F orming the Hadamard pro duct C = A 
 B consists of taking eac h column of A and B

in turn and placing them in to in termediary matrices where the column v ectors are placed

along the main diagonal of the in termediary matrices. The t w o dumm y matrices are then

m ultiplie d together and the main diagonal elemen ts of the resultan t matrix placed bac k

in to the appropriate column v ector of the �nal pro duct. This algorithm in Figure 5.12 is

implem en te d for t w o m � n matrices A and B .

Since the Hadamard pro duct m ust b e formed in a column-wise manner, it is a factor

slo w er than the other \Matrix Primitiv e s" sho wn.

5.5 P artitioning of matrices in NEWSYS

The partitioning pro cess that w as implem en te d in NEWSYS is b est describ ed b y Figure

5.13, sho wing the m ultiplic ation of matrices A and B of order N

1

� N

2

and N

2

� N

3

,

resp ectiv ely , on an N � N systolic arra y .
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Algorithm H adamar d ( A; B )

maxv al = max ( m; n )

for i = 1 to n do

for j = 1 to maxv al do

C[j][j] = A[j][i]

D[j][j] = B[j][i]

endfor

E = M atr ix M ul t ( C ; D )

for j = 1 to maxv al do

result[j][i] = E[j][j]

endfor

endfor

Figure 5.12: NEWSYS Hadamard pro duct algorithm.

The time tak en to p erform a pro duct in a systolic arra y is

T

pipe

= d

N

1

N

e d

N

2

N

e N

2

� (5.6)

where � = m ultiply-accum ulate time of a PE in a systolic arra y .

-

A1B1

X

A2B4A2B3A2B2A2B1

A1B4A1B3A1B2

B4B3B2B1

A2

A1

Figure 5.13: P artitioning mo del used in NEWSYS.

The total n um b er of partitions to b e computed is

N

par t

=

N

1

N

3

N N

(5.7)
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The total time tak en to obtain a result is therefore

T = T

pipe

+ Time to fetc h A,B + Time to write last C (5.8)

= d

N

1

N

e d

N

2

N

e N

2

� + ( N � 1) � + N � + 2 N N

2

�

f

+ N

2

�

w

(5.9)

where

� ( N � 1) � is the appro ximate time for the sk ew ed elemen ts on the job streams to

en ter the systolic arra y ,

� N � is the time for the last pro duct,

� �

f

is the time tak en for a memory fetc h, and

� �

w

is the time tak en for a memory write.

Clark e et. al (1992b) noted that for matrices of large order ( N

2

>> N ) ; T is appro xi-

mately in v ersely prop ortional to the size of the systolic arra y .

In resp onse to this, the algorithms presen ted in section 5.4 w ere mo di�ed so that a

partition of a matrix is held in memory as long as p ossible in order to minimi ze the

n um b er of data transfers to and from the host.

5.6 Limitations of NEWSYS

As already stated, there are disadv an tages to sim ulating a systolic arra y from a compu-

tational p oin t of view. These are:

� Implem en ti ng a 2-D systolic mesh as a 1-D arra y limits the sim ulators' scop e to ex-

plore the p ossibilities of recon�gurabilit y and fault tolerance. This can b e o v ercome

b y implem en ti ng the systolic arra y as a directed acyclic graph (D A G) where the

comm unic ation b et w een pro cessors could b e switc hed on and o� at random p oin ts,

or at pre-c hosen p oin ts in an algorithm.
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� It assumes (curren tly) that the data will b e fetc hed within a clo c k cycle (that is,

data fetc hed from a neigh b ouring PE as w ell as data fetc hed in to the systolic arra y

from the Jobstreams) and the result data will b e written within a clo c k cycle.

This is hardly acceptable within the limits of a dedicated host/systolic co-pro cessor

system, let alone a systolic co-pro cessor connected to a host whic h is part of a

larger net w ork. It w ould b e more acceptable to mak e these v alues sto c hastic (that

is, random) v ariables within NEWSYS in order to b etter ac hiev e the goal of a

systolic \testb ed". In other w ords, data mo ving through the systolic arra y should

b e mo delled as \blo c ks" of information send do wn through the queues with a random

service in terv al. Another w a y around this problem w ould b e to assume the existence

of a high-p erformance \address generation" unit (p ossibly in hardw are) attac hed to

the systolic arra y .

� The ine�ciency of incorp orating systolic functions for matrix addition and the

Hadamard pro duct is apparen t b ecause in already dev elop ed systems suc h as SCAP ,

these algorithms p erform just as w ell, if not b etter, than their sequen tial coun ter-

parts (Clark e & Marw o o d 1990).

5.7 Conclusions

A systolic sim ulation system has b een dev elop ed to allo w a user to ev aluate a systolic

algorithm. This has b een accomplished b y gathering the follo wing statistics ab out the

algorithm:

� The n um b er of systolic clo c k cycles the algorithm uses,

� The e�ciency of the algorithm,

� The n um b er of memory fetc hes and memory writes, and
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� The host pro cessor o v erhead time.

The ab o v e measuremen ts w ere gathered for the sim ulation of a 20 � 20 rectangular square-

mesh arra y where eac h PE is capable of only p erforming m ultiply -accum ul ater op erations.

It has b een sho wn (Section 5.2) that the ab o v e statistics can b e used to giv e an appro x-

imation of the running time of a systolic algorithm. It is the opinion of the author that

these statistics are su�cien t to ev aluate a systolic algorithm.
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Chapter 6

A matrix imp lem en tation of the

Gram-Sc h m idt orthogonalization

metho d

This c hapter presen ts a case study of the pro cess that w as discussed in Chapter 1. A

standard algorithm will b e implem en te d on a �xed size square mesh systolic arra y using

a �xed set of matrix op erators. The Gram-Sc hmidt orthogonalization (GSO) metho d

w as c hosen b ecause it w as felt that this w as a simple and regular algorithm that w ould

exemplify the soundness of using a matrix library to in terface to a systolic arra y .

6.1 In tro duction

Orthogonalizing a matrix is a pro cess that is used in signal pro cessing areas suc h as side-

lob e cancellation (Y uen 1985)(Y uen 1989), and adaptiv e �ltering (Y uen et. al 1988). The

n umerical computation can b e carried out using one of a n um b er of metho ds including QR

factorization, Householder transformations, Giv ens rotations or b y using Gram-Sc hmidt

Orthogonalization. These algorithms can b e implem en ted in the w a ys describ ed in the
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literature on a usual sequen tial computer (Golub & V an Loan 1989). An alternativ e ap-

proac h w ould b e to use a systolic arc hitecture. The systolic arc hitecture could act as a

stand-alone device or as a co-pro cessor to a sequen tial computer.

Upp er triangular systolic arc hitectures w ere dev elop ed sp eci�cally for the Gram-Sc hmidt

Orthogonalization (GSO) pro cedure to orthogonalize matrices (Y uen et. al 1988)(Y uen

1989). The GSO pro cedure w as selected b ecause the regularit y of the computation made it

amenable to systolic implem en tation. The metho d adopted w as to dev elop a sp ecialized

arc hitecture to compute the GSO for a giv en task size. It is commonly found when

examining the literature on systolic algorithms and systolic arc hitectures that a systolic

arc hitecture of sp eci�c size is designed for a sp eci�c task.

This c hapter presen ts an algorithm for the GSO pro cedure whic h is e�ectiv e for matrices

of arbitrary size on a �xed size rectangular systolic arra y . Since there is a p ossibilit y

that in the near future there will exist systolic co-pro cessors inside man y computers,

it is appropriate to dev elop general purp ose algorithms for these systolic co-pro cessors

(Sc hreib er 1989).

The c hapter is organized as follo ws. Section 2 presen ts a review of the GSO algorithm.

In Section 3, the deriv ation and pro of of the GSO algorithm for a square systolic arra y

is giv en, and in Section 4, an example using a simple 3 � 3 matrix is supplied. Section

5 discuses the sim ulation results. The Chapter will �nish o� with a discussion on error

analysis. Tw o applications sho wing the v ersatilit y of the systolic GSO algorithm are

also presen ted, the �rst in the deriv ation of orthogonal p olynomials, and the second in

minim al p olynomial calculation. The deriv ation of orthogonal p olynomials presen ted is

as an analytical deriv ation (that is, it is presen ted sym b olically) and the same approac h

can b e used to deriv e other p olynomials.
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6.2 A review of the GSO algorithm

6.2.1 De�nitions

All de�nitions in this section are tak en from Golub & V an Loan (1989). Let 0 b e the zero

v ector in <

m

. A set of v ectors f a

1

; : : : ; a

m

g in <

m

is linearly indep endan t if

n

X

j =1

�

j

a

j

= 0 ; �

j

2 < (6.1)

implies �

i

= 0 ; i = 1 ; : : : ; n . The set of v ectors is otherwise said to b e linearly dep endan t.

Giv en a collection of v ectors a

1

; : : : ; a

n

2 <

m

, the set of all linear com binations of these

v ectors is a subspace kno wn as the sp an of f a

1

; : : : ; a

n

g and is de�ned b y

span f a

1

; : : : ; a

n

g = f

n

X

j =1

�

j

a

j

j �

j

2 <g : (6.2)

If S

1

; : : : ; S

k

are subspaces of <

m

, their sum can b e de�ned as the subspace

S = f a

1

+ a

2

+ : : : + a

k

j a

i

2 S; i = 1 ; : : : ; k g : (6.3)

S is referred to as the dir e ct sum if eac h v 2 S can b e uniquely represen ted as

v = a

1

+ : : : + a

k

; a

i

2 S

i

: (6.4)

If the subset f a

i

1

; : : : ; a

i

k

g is linearly indep endan t and is not prop erly con tained in an y

linearly indep endan t subset of f a

1

; : : : ; a

n

g then it is said to b e a maximal ly line arly

indep endant subset of f a

1

; : : : ; a

n

g . So if f a

i

1

; : : : ; a

i

k

g is maximal, then

span f a

1

; : : : ; a

n

g = span f a

i

1

; : : : ; a

i

k

g ; (6.5)

and f a

i

1

; : : : ; a

i

k

g is referred to as a b asis for span f a

1

; : : : ; a

n

g . If S � <

m

is a subspace,

then there exists indep endan t basis v ectors a

1

; : : : ; a

k

2 S suc h that S = span f a

1

; : : : ; a

k

g .
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All the bases for the subspace S will ha v e the same n um b er of elemen ts whic h is kno wn

as the dimension of S and is denoted b y dim ( S ).

The r ang e of an m � n matrix A is de�ned as

r ang e ( A ) = f y 2 <

m

j y = Ax for some x 2 <

n

g ; (6.6)

where x and y are column m -v ectors. In particular, if A = [ a

1

; : : : ; a

n

] then

r ang e ( A ) = span f a

1

; : : : ; a

n

g : (6.7)

The r ank of a matrix is de�ned as

r ank ( A ) = dim ( r ang e ( A )) : (6.8)

The ortho gonal c omplement of a subspace S � <

m

can b e de�ned b y

S

?

= f y 2 <

m � m

j y

T

x = 0 for all x 2 S g : (6.9)

The ve ctor norm on <

n

is a function f : <

n

! < that has the follo wing prop erties:

1. f ( x ) � 0 ; x 2 <

n

; f ( x ) = 0 i� x = 0

2. f ( x + y ) � f ( x ) + f ( y ) ; x; y ; 2 <

n

3. f ( �x ) = j � j f ( x ) ; � 2 < ; x 2 <

n

A particular class of v ector norms are the p -norms whic h are de�ned for a v ector

x = ( x

1

; x

2

; : : : ; x

n

) as

k x k

p

= ( j x

1

j

p

+ : : : + j x

n

j

p

)

1

p

p � 1 : (6.10)

So the 2-norm for a v ector x can b e written as

k x k

2

= ( j x

1

j

2

+ : : : + j x

n

j

2

)

1

2

= ( x

T

x )

1

2

(6.11)
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6.2.2 The Gram-Sc hmidt Orthogonalization metho d

The Gram-Sc hmidt orthogonalization metho d w as dev elop ed indep endan tly b y J.P . Gram

(1850-1916) and E. Sc hmidt(1845-1921). It is used as a metho d of constructing an or-

thogonal basis from a �nite-dimensional linear space. The original algorithm for the GSO

can b e deriv ed from the follo wing theorem whic h sho ws ho w to construct orthogonal sets

in an arbitrary-dimensional Euclidean space.

Theorem 3 L et a

1

; : : : b e an arbitr ary se quenc e of ve ctor elements in a Euclide an sp ac e

V , and let span f a

1

; : : : ; a

k

g denote the sp an of V . Then a c orr esp onding arbitr ary set of

elements q

1

; : : : in V exists which has the fol lowing set of pr op erties:

� The element q

k

is ortho gonal to every element in span f a

1

; : : : ; a

k � 1

g

� span f q

1

; : : : ; q

k

g = span f a

1

; : : : ; a

k

g

� Excluding sc alar factors, the se quenc e

q

1

; q

2

; : : : is unique. This me ans that if q

0

1

; q

0

2

; : : : is a se c ond se quenc e of elements

in V which satis�es the �rst two pr op erties for al l k, then for e ach k ther e exists a

sc alar c

k

such that q

0

k

= c

k

q

k

A pro of of this theorem is giv en in Ap ostol (1967). The ma jor result of this theorem is

the GSO pro cess whic h is widely discussed in the literature.

If x

1

; x

2

; : : : ; x

n

is a �nite sequence of linearly indep endan t v ectors in an m dimensional

Euclidean v ector space V ; n < m , then to construct an orthogonal set of non-zero v ectors

y

1

; y

2

; : : : ; y

k

whic h spans the same subspace as x

1

; x

2

; : : : ; x

k

, 1 � k � n , the follo wing

computation is p erformed:

y

1

= x

1

y

r +1

= x

r +1

�

r

X

i =1

( x

r +1

; y

i

)

( y

i

; y

i

)

y

i

(6.12)
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where r = 1 ; 2 ; : : : ; k � 1 and ( : ; : ) indicates the inner pro duct of t w o v ectors.

Assuming that v ectors q

1

; q

2

; : : : ; q

k � 1

ha v e b een constructed suc h that the �rst t w o con-

ditions of the ab o v e theorem hold, then q

k

can b e de�ned b y the follo wing equation

q

k

= ( a

k

�

k � 1

X

i =1

r

ik

q

i

) =r

k k

(6.13)

where the scalars r

ik

and r

k k

are to b e determined. The v ector q

k

can b e considered as

a unit v ector in the direction of

z

k

= a

k

�

k � 1

X

i =1

r

ik

q

i

(6.14)

T o b e certain that z

k

2 span f q

1

; : : : ; q

k � 1

g

?

, r

ik

can b e c hosen suc h that

r

ik

= q

i

T

a

k

; i = 1 ; : : : ; k � 1 (6.15)

whic h leads to the classic al Gr am-Schmidt algorithm sho wn in Figure 6.1.

for k = 1 to n do

R ( i; k ) = Q ( j; i )

T

A ( j; k ) ; i = 1 ; : : : ; k � 1 ; j = 1 ; : : : ; m

z = A ( i; k ) � Q ( i; j ) R ( j; k ) ; i = 1 ; : : : ; m; j = 1 ; : : : ; k � 1

R ( k ; k ) = k z k

2

Q ( i; k ) = z =R ( k ; k )

endfor

Figure 6.1: Classical Gram-Sc hmidt orthogonalization algorithm.

The classical Gram-Sc hmidt algorithm has p o or n umerical prop erties in that a loss of

orthogonalit y o ccurs among the computed q

i

. A rearrangemen t of this calculation, kno wn

as the mo di�e d Gr am Schmidt (MGS) pro cedure, is m uc h more stable. During the k th
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iteration of the MGS algorithm, q

k

, the k th column of Q and r

k

T

and the k th column of

R are computed. The matrix A

( k )

2 <

m � ( n � k +1)

is de�ned as

A �

k � 1

X

i =1

q

i

r

i

T

=

n

X

i = k

q

i

r

i

T

= [0 A

( k )

] : (6.16)

Therefore

A

( k )

= [ z B ] : (6.17)

( z con tains 1 column, B con tains n � k columns). Therefore

r

k k

= k z k

2

; (6.18)

q

k

= z =r

k k

; (6.19)

and q

T

k

B = ( r

k ;k +1

; : : : ; r

k n

). The outer pro duct is then computed

A

( k +1)

= B � q

k

( r

k ;k +1

; : : : ; r

k n

) ; (6.20)

and so the algorithm for the MGS pro cedure can b e describ ed b y the algorithm in Figure

6.2. In this algorithm, r ank ( A ) = n and A 2 <

m � n

. Also Q 2 <

m � n

has orthonormal

columns and R 2 <

n � n

is upp er triangular.

The algorithm is arranged so that A is o v erwritten b y Q , and R is stored in a separate

arra y .

It has b een sho wn in the literature (Golub & V an Loan 1989) that when used to compute

an orthonormal basis for r ang e ( A ), the MGS algorithm is t wice as e�cien t as Householder

orthogonalization. Ho w ev er, Bj• orc k (1967) sho w ed that if orthonormalit y is critical, the

MGS algorithm should only b e used to compute an orthonormal basis if the v ectors that

are b eing orthogonalized are reasonably indep endan t.
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for k = 1 to n do

R ( k ; k ) = k A ( i; k ) k

2

; i = 1 ; : : : ; m

Q ( i; k ) = A ( i; k ) =R ( k ; k ) ; i = 1 ; : : : ; m

for j = k + 1 to n do

R ( k ; j ) = Q ( i; k )

T

A ( i; j ) ; i = 1 ; : : : ; m

A ( i; j ) = A ( i; j ) � Q ( i; k ) R ( k ; j ) ; i = 1 ; : : : ; m

endfor

endfor

Figure 6.2: Mo di�ed Gram-Sc hmidt orthogonalization algorithm.

6.3 Deriv ation of matrix algorithm

Equation (6.12) can b e represen ted geometrically in three dimensions, that is, the v ector

y

r +1

is obtained b y subtracting from x

r +1

the pro jection of x

r +1

along eac h of the earlier

v ectors y

1

; : : : ; y

r

, as sho wn in Figure 6.3. A re-ordering of the computations carried

out on the GSO pro cess can b e made to pro duce an equiv alen t algorithm whic h can

b e implem e n ted on a systolic arc hitecture. Refer to Section 5.4.2 for a de�nition of the

Hadamard pro duct. The Hadamard pro duct is of course an ideal w a y to write the pro duct

of a scalar times a matrix.

The systolic v ersion of the GSO algorithm using the Hadamard pro duct can b e describ ed

b y Lemma 1:

Lemma 1 F or an m � n matrix A , the ortho gonal b asis c an b e c ompute d as fol lows:

AT = A

T

for i = 1 to ( m -1) do

sum = ( A [ i ] ; A [ i ] )

AE = f

1

sum

g

m;m


 ( A AT ) , AE is an interme diary matrix variable

B = the i th c olumn of AE

D = A [ i ]
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= x

1

y

3

= x

3

� a

1

y

1

� a

2

y

2

; a

i

=

( x 3 ;y 2)

( y i;y i )

x

2

y

2

= x

2

� cy

1

; c =

( x 2 ;y 1)

( y 1 ;y 1)

Figure 6.3: Geometric in terpretation of the Gram-Sc hmidt orthogonalization metho d.

Y I = B � D , YI is an interme diary pr o duct

Now zer o �rst i r ows of Y I

A = A � Y I

endfor

Pro of 1 The pr o of is by induction on the numb er of ortho gonal ve ctors c ompute d during

a p articular iter ation. First c ompute the algorithm for i = 1 . T o form the ortho gonal
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ve ctor
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1
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ther efor e

A

T

= AT =

0

B

B

B

B

B

B

B

B

@

v

1

v

2

.

.

.

v

m

1

C

C

C

C

C

C

C

C

A

T

=

0

B

B

B

B

B

B

B

B

@

v

1

v

2

.

.

.

v

m

1

C

C

C

C

C

C

C

C

A

T
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Now

A [1] = v

1

) sum = ( v

1

; v

1

)

F orming the pr o duct of A with AT gives
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F orming the Hadamar d pr o duct with the r e cipr o c al of the sum gives
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=

0

B

B

B

B

B

B

B

B

B

@

1

( v

1

;v

2

)

( v

1

;v

1

)

: : :

( v

1

;v

m

)

( v

1

;v

1

)

( v

2

;v

1

)

( v

1

;v

1

)

( v

2

;v

2

)

( v

1

;v

1

)

: : :

( v

2

;v

m

)

( v

1

;v

1

)

: : : : : :

.

.

.

: : :

( v

m

;v

1

)

( v

1

;v

1

)

( v

m

;v

2

)

( v

1

;v

1

)

: : :

( v

m

;v

m

)

( v

1

;v

1

)

1

C

C

C

C

C

C

C

C

C

A

(6.25)

103



Extr acting the �rst c olumn of the Hadamar d pr o duct gives
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(6.26)

F orming the outer pr o duct B D , wher e D = v

1

gives

B D =
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Zer oing the �rst r ow of BD gives
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Henc e

A = A � Y I =
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As the se c ond ve ctor is ortho gonal to the �rst, then the algorithm holds for i = 1 . Now

assume that the algorithm holds for i = k , that is, assume k ortho gonal ve ctors have b e en

c ompute d. Compute the algorithm for i = k + 1 .
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(6.31)

Now A [ i ] = A [ k + 1] , so sum = ( v

k +1

; v

k +1

) .

F orming AAT gives
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F orming the Hadamar d pr o duct gives

AE = f

1
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)

g

m � n


 AAT (6.33)
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Now the ( k + 1) th c olumn of AE is

B =

0

B

B

B

B

B

B

B

B

B

B

B

B

B

B

B

@

.

.

.

.

.

.

1

( v

k +2

;v

k +1

)

( v

k +1

;v

k +1

)

.

.

.

( v

m

;v

k +1

)

( v

k +1

;v

k +1

)

1

C

C

C

C

C

C

C

C

C

C

C

C

C

C

C

A

(6.35)

and D = v

k +1

, so forming the ve ctor outer pr o duct wil l give
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Zer oing the �rst k + 1 r ows of Y I gives
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(6.37)

Now the ( k + 2) th r ow in YI is the �nal term for the ( k + 2) th ortho gonal ve ctor by the

de�nition of the Gr am-Schmidt pr o c e dur e. By induction, this me ans that the ( k + 1) th

iter ation of the algorithm forms the ( k + 1) th ortho gonal ve ctor. Henc e the k th iter ation

of the algorithm wil l form the k th ortho gonal ve ctor.
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6.4 Example

An example is presen ted with a 3 � 3 matrix A,

A =

0

B

B

B

B

B

@

1 1 1

1 0 1

3 2 3

1

C

C

C

C

C

A

The appropriate algorithms for matrix sums, Hadamard pro ducts and matrix pro ducts

on a systolic arra y are presen ted in S. Y. Kung (1988) and Golub & V an Loan (1989).
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(6.38)

Let x

1

= ( 1 1 1 )

x

2

= ( 1 0 1 )

x

3

= ( 3 2 3 )

Let L ( x

1

; x

2

; x

3

) b e the subspace spanned b y x

1

; x

2

and x

3

.

Step 1: i = 1:

sum = ( A [1] ; A [1]) = 3
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F orming the Hadamard pro duct giv es
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The �rst column of AE is
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and D = (1 1 1), so Y I is
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Zeroing the �rst ro w of Y I giv es
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so

A = A � Y I (6.44)
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Step 2: i = 2:
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F orming the Hadamard pro duct results in
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No w the second column of AE is
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and D = (
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Zeroing the �rst 2 ro ws of Y I giv es
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so

A = A � Y I (6.52)
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whic h implies the orthogonal basis for A is
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Let y

1

= ( 1 1 1 )

y

2
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As y

3

= ( 0 0 0 ), then x
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; x

2

and x
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are dep endan t.

But y
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and y
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are non-zero, therefore x
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are linearly indep endan t.

Therefore L ( x
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that is, x

3
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2

.

Normalizing Y giv es
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Hence Y is the correct orthogonal basis for A.

6.5 Sim ul ation of the algorithm

6.5.1 In tegration of Gram-Sc hmidt algorithm in to NEWSYS li-

brary

The C co de impleme n tation of the MGS algorithm in terms of NEWSYS function calls

is giv en in Figure 6.4. Ev ery matrix impleme n ted in NEWSYS w as allo cated in dynamic
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memory , so \garbage collection" w as also required in ev ery matrix pro cedure implem en ted

in NEWSYS. In a real systolic arra y arc hitecture, this \garbage collection" w ould either

b e minim ise d, or the in terface w ould b e written in suc h a w a y that it w ould not b e

necessary . The �le con taining the testing of the MGS algorithm is giv en in Figure 6.5.

It consists of some \included" �les, the pro cedure con taining the MGS algorithm, and a

\main" blo c k whic h will call the MGS algorithm. As can b e seen from the Figures, the

only information required to in tegrate a pro cedure in to the NEWSYS library is kno wing

what functions are already a v ailable: an y impleme n tation details regarding the \driving"

of the systolic arra y are handled b y the NEWSYS system.

6.5.2 Discussion of the algorithm

T o test the p erformance of the algorithm, it w as in tegrated in to the NEWSYS library as

describ ed in Section 6.5.1. P erformance statistics w ere gathered regarding the n um b er of

systolic clo c k cycles, the n um b er of memory fetc hes and writes, and the e�ciency . T ables

sho wing these v alues are displa y ed in T ables 6.1 and 6.2. A graph sho wing the e�ciency

of the algorithm (Equation (2.4)) vs the order of the input matrix is sho wn in the graph

in Figure 6.6. Graphs sho wing the appro ximate running times of the algorithm on a SUN

Sparc 2 and a SUN Sparc 10 are presen ted in the graphs in Figures 6.9 and 6.10. The

graphs in Figures 6.7 and 6.8 sho w the n um b er of memory fetc hes and writes for the

se quential MGS algorithm, the systolic MGS algorithm on a 10 � 10 systolic arra y and

on a 20 � 20 systolic arra y . F urther discussions of the sim ulation results are presen ted in

Section 6.5.3.

The input matrices to the systolic arra y are regular circulan t matrices with the �rst ro w

equal to [1 � �

2

: : : �

n

] using � = 1 : 5. A regular circulan t matrix A is de�ned to b e a
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MA TRIX * MGS(MA TRIX * A)

f

in t i = 0;

MA TRIX * A YT, * A YT e, * B, * D, * YI, * newY;

MA TRIX * A T;

double sum = 0.0;

in t j = 0. k = 0;

A T = T ransp ose(A);

for (i = 0; i < A- > ro ws; i++) f

prin tf(" >> %d << n n",i);

A YT = A YT e = B = D = YI = newY = NULL;

sum = inner pro d(A- > store[i],A- > store[i]);

A YT = Mat Mult(A,A T);

A YT e = mat elem m ult(A YT,1.0/sum );

B = SubMatrix(A YT e,0,A- > ro ws,i,i+1);

D = SubMatrix(A,i,i+1,0,A- > colum ns);

YI = Mat Mult(B,D);

for (j = 0; j < i+1; j++)

for (k = 0; k < YI- > columns; k++)

YI- > store[j]- > store[k] = 0.0;

newY = Mat Sub(A,YI);

F reeMatrix(A);

A = newY;

F reeMatrix(A YT);

F reeMatrix(A YT e);

F reeMatrix(B);

F reeMatrix(D);

F reeMatrix(YI);

g

F reeMatrix(A T);

return A;

g

Figure 6.4: C co de implem en tation of the systolic MGS algorithm in terms of NEWSYS

function calls.
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#include < stdio.h >

#include < math.h >

#include < stdlib.h >

#include < time.h >

#include "Pro cessingElemen t.h"

#include "v ector.h"

#include "matrix.h"

#de�ne MAXV AL 9

/* V arious testing, err or analysis and r ep orting pr o c e dur es her e */

v oid main1()

f

MA TRIX * A = Circulan t(1.5, MAXV AL);

MA TRIX * B = MGS(A);

prin tf(" >> %d, %d << n n",A- > ro ws,A- > columns);

prin tf(" >> %d, %d << n n",B- > ro ws,B- > columns);

F reeMatrix(A);

F reeMatrix(B);

rep ortstats();

g

main()

f

main1();

g

Figure 6.5: C co de mo dule to test the systolic MGS algorithm.
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matrix con taining at most k distinct elemen ts a

0

; a

1

; : : : ; a

k � 1

suc h that
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B

B
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B
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B
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@
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.

.

a
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: : : a
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C

C

C

C

C

C

C

A

Circulan t matrices w ere selected b ecause they are densely p opulated, ha v e kno wn prop-

erties, are regular and easy to generate (Gra ybill 1983). They also pro duce v ectors whic h

are linearly indep endan t.

T able 6.1: Results obtained for systolic GSO algorithm(20 � 20 systolic arra y)

Or der of Systolic clo ck memory memory e�ciency

matrix cycles fetches writes (%)

17 22161 202434 99169 28.9026

18 26062 248780 122792 31.816

19 30403 303122 150517 34.966

20 35208 366360 182800 38.345

21 101356 942363 244121 19.191

22 115748 1113284 288184 19.999

23 131468 1307971 338317 20.915

24 148576 1528608 395072 21.937

26 187196 2056948 530776 24.281

28 232088 2717696 700192 27.0036

30 283732 3531780 908600 30.088

32 342608 4521664 1161664 33.521

33 374908 5089971 1306817 35.365

34 409196 5711348 1465432 37.293

36 483976 7126368 1826336 41.396

38 567428 8793796 2251192 45.824

40 660032 10742240 2447200 50.574

41 1272345 17937844 3104241 30.104

42 1366146 19698444 3403944 31.2204

43 1464483 21587572 3725317 32.383

44 1567464 23611384 4069392 33.592
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T able 6.2: Results obtained for systolic GSO algorithm(10 � 10 systolic arra y)

Or der of Systolic clo ck memory memory e�ciency

matrix cycles fetches writes (%)

8 2542 12000 5692 28.097

9 3513 17762 8657 33.179

10 4708 25580 12700 39.305

11 15276 79683 21061 22.463

12 19488 107184 28304 24.034

14 30156 185028 48712 28.546

16 44216 301968 79216 34.682

18 62148 469716 122792 42.292

19 72716 576723 150517 46.620

20 84432 701520 182800 51.286

21 173565 1292724 230121 32.398

22 198876 1543084 273484 34.682

24 256734 2154024 378972 39.829

26 324960 2934484 513276 45.727

28 404418 3913552 681292 52.356

29 448629 4487284 779577 55.940

30 495972 5122620 888300 59.702

31 845008 7812725 1029181 41.396

32 928480 8842944 1161664 43.642

34 1111672 11209220 1465432 48.480

36 1317648 14026160 1826336 53.776

38 1547752 17347908 2251192 59.525

39 1672272 19215845 2489937 62.569

40 1803328 21231680 2747200 65.723

41 2762145 29333286 3060241 48.539

42 2968140 32253564 3358844 50.634
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6.5.3 Discussion of the sim ulation

There are sev eral p oin ts that should b e noted ab out the algorithm dev elop ed:

� The measuremen ts obtained for the systolic clo c k cycles are for a systolic arc hitec-

ture that do es not p erform \Job Stac king", that is, making sure a n um b er of matrix

pro ducts w ere placed in the job streams. The n um b er of clo c k cycles w ould b e

lo w er if \Job Stac king" w as tak en in to accoun t. This is b ecause since the matrices

are sk ew ed on input, a subsequen t job could b e starting at the same time that the

previous job is �nishing.

� The data obtained for the memory fetc hes and memory writes assumes that the

systolic arra y will con tain no \on-b oard" memory capabilit y: ev ery time a matrix

result is pump ed out of the systolic arra y , it will b e written bac k to the host. It

w as also observ ed from Figures 6.7 and 6.8 that the n um b er of memory fetc hes and

writes for the sequen tial MGS algorithm is m uc h higher than the systolic algorithm,

ev en though the v alues in the graphs all increase at a parab olic rate. A cac he could

b e in tro duced in to the systolic pro cessor whic h w ould reduce the n um b er of memory

fetc hes and writes to the host.

� Figures 6.9 and 6.10 sho w the comparison in sequen tial running time and host pro-

cessor o v erhead as w ell as the di�erence b et w een the t w o resp ectiv e times (sequen tial

- host pro cessor o v erhead). The sequen tial running time is the time tak en for the

algorithm in Figure 6.2 to run on a normal sequen tial host pro cessor. The host

pro cesor o v erhead time is the p ortion of a systolic algorithm that cannot b e run

on a systolic arra y and m ust b e run on a sequen tial pro cessor. The di�erence in

times (that is, the host pro cessor o v erhead (solid line) b eing smaller than the se-

quen tial running time (dashed line)) sho ws that the systolic MGS algorithm has the

capabilit y to run faster than the sequen tial MGS algorithm. This is ac hiev ed b y
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making the assumption that the total running time for the systolic algoritm can b e

appro ximated as

time = host o v erhead + (system clo c k cycles � clo c k sp eed) (6.54)

where the \host o v erhead" is that part of the algorithm that cannot b e done in paral-

lel. Since the expression (system clo c k cycles � clo c k sp eed) is \systolic dep endan t"

(that is, p erformed b y the systolic arra y), then c hec king that the host pro cessor o v er-

head is smaller than the con v en tional running time is su�cien t (within the scop e of

the sim ulation) to sho w that the systolic algorithm runs faster than the sequen tial

algorithm.

� The main exp ense of the algorithm is the n um b er of divisions that ha v e to b e

p erformed. F or example, m � 1 divisions are required to form the orthogonal basis

of an m � n matrix A , and ( n + 1) � ( m � 1) divisions ha v e to b e p erformed to

compute the orthonormal basis of A . Implem en ti ng the algorithm so that the host

pro cessor p erforms these divisions while the systolic co-pro cessor p erforms another

(indep endan t) part of the algorithm w ould o v ercome this problem.

� A more e�cien t impleme n tation of the systolic Hadamard pro duct w ould impro v e

the p erformance of the algorithm. This is accomplished b y the SCAP pro cessor

whic h p erforms its Hadamard pro duct in O ( n ) op erations, as opp osed to its sequen-

tial v ersion, whic h w orks in O ( n

2

) op erations (Clark e & Marw o o d 1990).

� The \sa w to oth" e�ect of the Graph in Figure 6.6 is due to the metho d of partitioning

used b y NEWSYS. On a 20 � 20 systolic arra y , a 21 � 21 matrix will b e partitioned

in four w a ys:

{ a 20 � 20 partition,

{ a 1 � 20 partition,
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{ a 20 � 1 partition, and

{ a 1 � 1 partition.

So computing the e�ciency as de�ned b y Equation (5.1) will result in computing

the e�ciency for the four partitions de�ned ab o v e. F or the second, third and fourth

partitions describ ed ab o v e the prop ert y

total n um b er of busy no des << p oten tial n um b er of busy no des

will o ccur whic h will result in a drop in e�ciency for the particular matrix b eing

computed, hence the \sa w to oth" e�ect describ ed in Figure 6.6. This also results

in a signi�can t increase in the n um b er of memory fetc hes at these p oin ts in the

sim ulation, that is, for the graph describ ed in Figure 6.7, there are increases in the

n um b er of fetc hes at p oin ts whic h are consisten t with the order of the systolic arra y

used. These results are consisten t with results on systolic arra y results sho wn in

Clark e et. al (1992a)

� All the graphs indicate that the algorithm is approac hing a p eak p erformance lev el.

This is conforman t with p erformance graphs of other published systolic arra ys, suc h

as Marw o o d & Clark e (1993), who also giv e indications that the p erformance �g-

ures of a sim ulated systolic arra y is no where as fast as an actual systolic arra y . The

p erformance di�erence b et w een the sequen tial running time and the systolic host

o v erhead time at large matrix orders is appro ximately t wice in Figure 6.9 and al-

most eigh t times in Figure 6.10, with the systolic host o v erhead b eing the smaller

comp onen t. This implies a p oten tial sp eedup in the p erformance of the systolic

GSO algorithm. If w e assume a systolic clo c k sp eed of 20ns, then the systolic clo c k

sp eeds in T ables 6.1 and 6.2 giv e (at most), systolic times of appro ximately 0.05

seconds, whic h still k eeps the running time of the systolic algorithm b elo w that of

the sequen tial algorithm.
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6.6 An application: the deriv ation of orthogonal p oly-

nomials

In Ap ostol (1967), the Gram-Sc hmidt orthogonalization metho d is used to deriv e or-

thogonal p olynomials. The systolic GSO algorithm presen ted can also b e used to deriv e

orthogonal p olynomials, if the approac h to deriving inner pro ducts is generalized. This

section giv es an analytical deriv ation of the �rst four Legendre p olynomials.

Ov er the linear space of p olynomials, de�ne the inner pro duct ( x; y ) as

( x; y ) =

Z

1

� 1

w ( t ) x

n

( t ) y ( t ) dt; (6.55)

where x

n

( t ) = t

n

and w ( t ) is a w eigh t function. Using the ab o v e de�nition of the inner

pro duct in the GSO algorithm will pro duce the Legendre p olynomials, where the input

matrix to the algorithm is the Iden tit y matrix. In the v ector space de�ned b y the inner

pro duct in equation (6.55), the Iden tit y matrix is not an orthogonal matrix. The function

w ( t ) can b e ignored in the calculation of the Legendre p olynomials, since it has a unit

v alue. This section presen ts the analytic form of the systolic GSO algorithm used to

calculate the �rst four Legendre p olynomials on the Iden tit y matrix.

It should b e noted that a w eigh t function w ( t ) = (1 � t )

�

(1 � t )

�

where � and � are

parameters leads to the orthogonal Jacobi p olynomial. This p olynomial is w ell kno wn to

b e generic to the Cheb yshev, Gegen bauer, Legendre, Hermite and Laguerre orthogonal

p olynomials.

6.6.1 The deriv ation

Deriving an analytic form of the systolic GSO algorithm to generate the �rst four Legendre

p olynomials means deriving an equation of the form

A x = b (6.56)
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(6.57)

and A is a series of matrix pro ducts.

In the follo wing deriv ation the in tegral form of the inner pro duct is presen ted with a view

to demonstrate ideas. In application the in tegrals w ould b e ev aluated either analytically

or n umericall y as required b y the application.

The matrix of inner pro ducts of the �rst four v ectors can b e represen ted as
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De�ne

sum = ( v

0

; v

0

) =

Z

1

� 1

dt (6.59)

Hence
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Extracting the �rst ro w and the �rst column from the appropriate matrices giv es
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Setting the �rst ro w of Equation (6.61) to zero and subtracting the resultan t matrix from

the original (Iden tit y) matrix giv es
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The term

R

1

� 1

tdt

R

1

� 1

dt

can b e equated to zero since in the in terv al [ � 1 ; 1], the function y ( t ) = t

is symmetri c ab o v e and b elo w the diagonal, therefore

Z

1

� 1

tdt = 0 : (6.63)

Completing the deriv ation of the �rst four Legendre p olynomials requires another iteration

through the algorithm. In the second iteration

sum =

Z

1

� 1

t � tdt (6.64)

let

a

1

=

R

1

� 1

t

2

dt

R

1

� 1

dt

(6.65)

a

2

=

R

1

� 1

t

3

dt

R

1

� 1

dt

(6.66)

The matrix of inner pro ducts is computed from the result of Equation (6.62) and is
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C

A
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)
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R
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(6.67)

where

R

�

R

1

� 1

and all in tegrals in Equation (6.67) are with resp ect to t .

De�ne for the third iteration

sum =

Z

1

� 1

t

2

dt; (6.68)

so
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R
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where

B =
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Extracting the second ro w and column from the appropriate matrices and m ultiplying

them together giv es
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: (6.70)

Setting the �rst t w o ro ws of Equation (6.70) to zero and subtracting from the matrix

formed in Equation (6.62) giv es
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= A (6.71)

Ev aluating the resultan t matrix in equation (6.71) and applying this matrix to

equation (6.56) results in the �rst four Legendre p olynomials.

Z

1

� 1

dt = 2 ; (6.72)

Z

1

� 1

tdt = 0 ; (6.73)

Z

1

� 1

t

2

dt =

2

3

; (6.74)
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Z

1

� 1

t

3

dt = 0 ; and (6.75)

Z

1

� 1

t

4

dt =
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5

(6.76)

Hence

a

1

=

R

t

2
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3

; and (6.77)

a

2
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t
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= 0 : (6.78)

Hence
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t ) = 0 ; and (6.79)

Z
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2
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: (6.80)

Therefore, the matrix A in equation (6.71) ev aluates to
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Substituting this matrix in to equation (6.56) giv es

0

B

B

B

B

B

B

B

B

@

1 0 0 0

0 1 0 0

�

1

3

0 1 0

0 �

3

5

0 1

1

C

C

C

C

C

C

C

C

A

0

B

B

B

B

B

B

B

B

@

1

x

x

2

x

3

1

C

C

C

C

C

C

C

C

A

=

0

B

B

B

B

B

B

B

B

@

1

x

x

2

�

1

3

x

3

�

3

5

x

1

C

C

C

C

C

C

C

C

A

(6.82)

whic h conforms with the �rst four Legendre p olynomials giv en in Ap ostol (1967). The

only di�cult y in impleme n ting this approac h w ould b e in generating a matrix notation of

the inner pro duct de�ned b y equation (6.55). Pro viding a suitable de�nition of the inner

pro duct in matrix notation could b e presen ted, it is th us p ossible to use the systolic Gram-

Sc hmidt algorithm to compute Legendre p olynomials (and also compute other sp ecial

p olynomials as w ell).
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6.7 An application: mini m al p olynomial calculation

This section in v olv es the direct calculation of the minim al p olynomial of a matrix A

without the use of the c haracteristic p olynomial of A or an y of its eigen v alues (Horn &

Johnson 1985). De�ne the mapping from a �eld of matrices M to a set of n

2

tuples b y

T : M ! C

n

2

as follo ws: for an y A = ( �

1

; �

2

; : : : ; �

n

) ; v ec ( A ) is formed. This mapping is an isomor-

phism of the v ector space M and C

n

2

.

F orm the v ectors v

0

= v ec( I ), v

1

= v ec( A ), : : : ; v

k

= v ec( A

k

). The Ca yley-Hamilton

Theorem can b e used to sho w that f v

0

; : : : ; v

k

g is a dep endan t set. The Systolic Gram-

Sc hmidt algorithm is applied to f v

0

; : : : ; v

k

g un til a zero v ector is pro duced. If this zero

v ector app ears at the k th step, k � 1 is the degree of the minimal p olynomial. If the

v ector at the k th step is

�

0

v

0

+ : : : + �

k � 1

v

k � 1

= 0

then

v ec

� 1

( �

0

v

0

+ : : : + �

k � 1

v

k � 1

) = �

0

I + : : : + �

k � 1

A

k � 1

= 0 (6.83)

Hence

P

A

( t ) =

( �

k � 1

t

k � 1

+ : : : + �

0

)

�

k � 1

(6.84)

is the minimal p olynomial.

6.8 Error Analysis

Dev eloping a parallel v ersion of an algorithm whic h is faster than the equiv alen t algo-

rithm on a sequen tial computer serv es no purp ose unless the new algorithm is at least as
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n umerically stable as the old algorithm. Some form of error analysis had to b e p erformed

on the systolic GSO algorithm in order to obtain an idea ho w \w ell" the algorithm w ould

p erform n umerically .

The approac h used w as to measure the deviation that the resultan t matrix of orthog-

onal v ectors the systolic GSO algorithm has from the MGS algorithm. This in v olv ed

p erforming the follo wing test:

� F or b oth algorithms, normalize the matrix of orthogonal v ectors to obtain a matrix

of orthonormal v ectors;

� Multiply the matrix of orthonormal v ectors b y its transp ose, obtaining the \Iden-

tit y" matrix;

� Obtain the follo wing measuremen ts on the t w o \Iden tit y" matrices:

{ Di�erence in a v erage v alues along the t w o main diagonals;

{ Di�erence in a v erage v alues along the upp er and lo w er diagonals;

{ Di�erence in maxim um deviation along the main diagonal;

{ Di�erence in maxim um deviation along the upp er and lo w er diagonals;

These v alues should all b e zero (or close to zero). T ables 6.3 and 6.4 giv e error mea-

suremen ts for 10 di�eren t random matrices of order 10 � 10 and 10 di�eren t random

matrices of order 20 � 20. All error measuremen ts w ere computed on a SUN Sparc 10.

The columns in T able 6.3 represen t di�erences in the t w o matrices of the a v erage v alues

lying along the main diagonal( main ) and on the immedi ate diagonals ab o v e and b elo w

the main diagonal(represen ted as lower and upp er , resp ectiv ely). The columns in T able

6.4 represen t di�erences in the maxim um deviation in the t w o matrices of v alues on the

main diagonal( main ) and on the diagonals immedi ately ab o v e and b elo w the main diag-

onal(represen ted as lower and upp er , resp ectiv ely). Elemen ts in the test matrices w ere
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obtained using a con tin uous uniform distribution on v alues b et w een 0 and 100. Since the

error analysis co de w as run on a SUN UNIX host, the \seed" function used in the uniform

distribution w as the dr and48() (SunOS 1990) seed function. The fact that the di�erence

in the resultan t matrices o ccurs around the 18th decimal place implies that the error is

extremely minimal: for most applications, the error in the result can b e considered to b e

equiv alen t to the error in the classical Gram-Sc hmidt algorithm.

T able 6.3: Di�erence in a v erages of diagonals of systolic GSO algorithm( systolic ) and

classical MGS algorithm( classic al )

Or der of di�er enc e in ave. diagonal(classic al - systolic)

matrix main lower upp er

10 � 10 0 4 : 08 � 10

� 16

4 : 08 � 10

� 16

0 1 : 737 � 10

� 15

1 : 737 � 10

� 15

0 1 : 714 � 10

� 15

1 : 714 � 10

� 15

0 4 : 152 � 10

� 15

4 : 152 � 10

� 15

� 2 : 22 � 10

� 16

1 : 858 � 10

� 16

1 : 858 � 10

� 16

0 1 : 7 � 10

� 15

1 : 7 � 10

� 15

0 2 : 354 � 10

� 15

2 : 354 � 10

� 15

0 7 : 511 � 10

� 15

7 : 511 � 10

� 15

� 2 : 22 � 10

� 16

8 : 523 � 10

� 16

8 : 523 � 10

� 16

0 1 : 259 � 10

� 15

1 : 259 � 10

� 15

20 � 20 0 1 : 398 � 10

� 14

1 : 398 � 10

� 14

0 1 : 315 � 10

� 14

1 : 315 � 10

� 14

0 9 : 428 � 10

� 15

9 : 428 � 10

� 15

0 4 : 325 � 10

� 15

4 : 325 � 10

� 15

0 1 : 380 � 10

� 14

1 : 380 � 10

� 14

0 3 : 276 � 10

� 15

3 : 276 � 10

� 15

0 5 : 888 � 10

� 14

5 : 888 � 10

� 14

0 5 : 484 � 10

� 14

5 : 484 � 10

� 14

0 3 : 444 � 10

� 14

3 : 444 � 10

� 14

2 : 22 � 10

� 16

2 : 999 � 10

� 16

2 : 999 � 10

� 16
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T able 6.4: Di�erence in max. deviation of diagonals b et w een systolic GSO algo-

rithm( systolic ) and classical MGS algorithm( classic al )

Or der of di�. in max. dev. of o�. diag(classic al - systolic)

matrix main lower upp er

10 � 10 0 4 : 08 � 10

� 16

4 : 08 � 10

� 16

0 1 : 737 � 10

� 15

1 : 737 � 10

� 15

0 1 : 714 � 10

� 15

1 : 714 � 10

� 15

0 4 : 152 � 10

� 15

4 : 152 � 10

� 15

0 1 : 858 � 10

� 16

1 : 858 � 10

� 16

2 : 22 � 10

� 16

1 : 7 � 10

� 15

1 : 7 � 10

� 15

� 2 : 22 � 10

� 16

2 : 354 � 10

� 15

2 : 354 � 10

� 15

0 7 : 511 � 10

� 15

7 : 511 � 10

� 15

0 8 : 523 � 10

� 16

8 : 523 � 10

� 16

2 : 22 � 10

� 16

1 : 259 � 10

� 15

1 : 259 � 10

� 15

20 � 20 0 1 : 398 � 10

� 14

1 : 398 � 10

� 14

� 2 : 22 � 10

� 16

1 : 315 � 10

� 14

1 : 315 � 10

� 14

� 2 : 22 � 10

� 16

9 : 428 � 10

� 15

9 : 428 � 10

� 15

4 : 409 � 10

� 16

4 : 325 � 10

� 15

4 : 325 � 10

� 15

0 1 : 380 � 10

� 14

1 : 380 � 10

� 14

� 2 : 22 � 10

� 16

3 : 276 � 10

� 15

3 : 276 � 10

� 15

� 4 : 409 � 10

� 16

5 : 888 � 10

� 14

5 : 888 � 10

� 14

2 : 22 � 10

� 16

5 : 484 � 10

� 15

5 : 484 � 10

� 15

0 3 : 444 � 10

� 14

3 : 444 � 10

� 14

2 : 22 � 10

� 16

2 : 999 � 10

� 15

2 : 999 � 10

� 15
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6.9 Conclusions

A GSO algorithm has b een dev elop ed whic h will run on a square systolic arra y . It is

di�eren t in that the algorithm has b een written to �t the arc hitecture, rather than the

arc hitecture dev elop ed to �t the algorithm. Sim ulations conducted on a SUN Sparc 2 and

a SUN Sparc 10 sho w that the sim ulated systolic algorithm runs faster than the sequen tial

algorithm (Figures 6.9 and 6.10), the systolic algorithm p oten tially running as m uc h as

eigh t times faster on a Sparc 10. Error analysis tests p erformed on the systolic GSO

algorithm indicate that it has the same lev el of n umerical error as the standard MGS

algorithm (Figures 6.3 and 6.4). P erformance impro v em e n ts can b e gained b y using a

systolic arc hitecture that will allo w sev eral jobs to b e stac k ed in to the job streams. Other

impro v em en ts could b e accomplished b y implem en ti ng a \systolic cac he" so that data

w ould not ha v e to b e written bac k to the Host pro cessor all the time (Figures 6.7 and

6.8).

The pro cess of dev eloping a standard algorithm in terms of matrix notation is still v ery

m uc h a \blac k art": indeed, it could v ery easily b e referred to as \systolic algorithm

crafting". There are no hard or fast rules as to what mak es a matrix notation algorithm

a go o d algorithm, let alone whic h matrix op erators should b e used for the algorithm.

This w ould suggest that when transforming an algorithm in to matrix notation form, if

maxim um sp eedup is the problem that needs to b e resolv ed, it is imp ortan t to realise

what matrix primitiv e op erators are a v ailable on the systolic hardw are, as w ell whic h

op erators run the fastest or with least p erformance o v erhead, and try and mak e as m uc h

use as p ossible of the fastest op erators. Ho w ev er, if maximising memory e�ciency is an

issue, then it ma y mean that a di�eren t set of op erators (that is, those ones that mak e

least use of memory resources) w ould need to b e utilised.
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Chapter 7

Conclusions

Systolic arra y co-pro cessors are an extremely p o w erful computational device whic h can

b e used in a wide range of applications. In order for a systolic co-pro cessor to b e used

e�cien tly , it is imp ortan t that algorithms are designed whic h will fully utilize the systolic

pro cessor. This thesis has presen ted, in part, a discussion of one particular approac h

whic h can b e used in the design of a systolic algorithm.

7.1 The concept

F rom the observ ations in Section 1.4, it w as reasoned that the programmabilit y of systolic

arra ys could b e more easily accomplished b y extending an existing high lev el language with

a library of systolic functions, as opp osed to dev eloping a sp ecialized systolic programming

language for the task. This w as reasoned b y p oin ting out the o v erheads that w ould b e

in v olv ed in dev eloping a sp ecialized systolic programming language. Section 1.5 further

reinforced this concept b y stating the basic ideas of Sp eiser & Whitehouse (1980) of

dev eloping matrix algorithms for systolic arra ys in term of a set of basic matrix op erations

(whic h is the basic idea b ehind dev eloping a library of systolic matrix op erations). A brief

men tion of an actual w orking example dev elop ed b y Sp eiser & Whitehouse (1980) w as
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presen ted, giving evidence that the concept can actually w ork.

7.2 Where do es it �t in?

The literature surv ey presen ted a brief o v erview of systolic arra ys that is notable in that it

extends the surv eys presen ted b y more notew orth y authors suc h as S. Y. Kung (1988) and

F rumpkin (1992), particularly in the areas of the discussion of systolic rings, instruction

systolic arra ys and orbital systolic arra ys, these particular arc hitectures w arran ting further

in v estigation. Chapter 3 sho w ed that, in the area of DSP , systolic arra ys are a useful to ol

b ecause they ha v e the abilit y to impro v e the p erformance (increase the sp eed) of man y

commonly-used DSP algorithms. Chapter 4 sho w ed that sev eral systolic pro cessors ha v e

already b een built (for example, W ARP and SCAP) whic h sho w ed that the concept of

building a systolic computer suc h as W arp or a systolic co-pro cessor suc h as SCAP is still

feasible. The discussion of SCAP sho w ed that it is v ery easy to implem en t commonly

used algorithms (the example giv en w as a DSP algorithm but there is no reason wh y the

set of op erators could not b e extended to include functionalit y in non-DSP areas). This

ga v e more w eigh t to the concept that pro viding a v ersatile matrix in terface w ould seem

to b e an attractiv e metho d for dev eloping and implem en ti ng systolic algorithms.

It is clear that man y di�eren t algorithms can b e implem en ted on systolic arra ys, ho w ev er

with curren t tec hnologies a strong understanding of the actual hardw are is still required

in order to impleme n t systolic algorithms. This has resulted in systolic arra ys ha ving a

limited lev el of use in computer based industries.

Ho w ev er, man y problems whic h can run on systolic arra ys can b e reform ulated as matrix

equations. These matrix equations can b e written in a form (sometimes tak en directly)

whic h can run on a systolic arra y without the user requiring a deep lev el of understanding

of the systolic hardw are. Therefore, a p oten tially useful solution w ould b e to pro vide a

v ersatile matrix in terface in order to minim ize an y dev elopmen t o v erhead.
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7.3 The supp ort

Evidence for this concept w as �rst pro vided b y the dev elopmen t of a systolic sim ulation

pac k age of matrix algorithms, NEWSYS, whic h is implem en ted as a library extension to

the C programming language, whic h will in terface with a (sim ulated) systolic arra y . The

dev elopmen t of NEWSYS has also sho wn that it is p ossible to implem en t an in terface

to a systolic arra y where the user do es not need to kno w arc hitectural sp eci�cations or

address generation tec hniques.

The tec hniques men tioned ab o v e w ere applied in the dev elopmen t of a systolic algorithm

to solv e the Gram-Sc hmidt orthogonalization (GSO) tec hnique on a systolic square mesh

arra y using a �xed set of matrix op erators implem e n ted in NEWSYS (Clark e 1993).

This thesis has sho wn, via this implem en tati on, that the tec hnique of systolic algorithm

dev elopmen t in terms of a �xed set of matrix op erators on a systolic arra y , will pro duce

an algorithm that is faster than the standard sequen tial implem en tation.

7.4 F urther w ork

The discussed approac h to dev eloping systolic algorithms is extremely pragmatic. The

approac h mak es algorithm design and dev elopmen t a simple matter, but it still resem bles a

\blac k art"; it is equally feasible to describ e this approac h as \systolic algorithm crafting".

More w ork needs to b e done to transform this \blac k art" in to a science. There are no hard

or fast rules as to what mak es a matrix notation algorithm a go o d algorithm, let alone

whic h matrix op erators should b e used for the algorithm. This w ould suggest that when

transforming an algorithm in to matrix notation form, if maxim um sp eedup is the problem

that needs to b e resolv ed, it is imp ortan t to realize what matrix primitiv e op erators are

a v ailable on the systolic hardw are, as w ell whic h op erators run the fastest or with least

p erformance o v erhead, and try and mak e as m uc h use as p ossible of the fastest op erators.
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Ho w ev er, if maximiz ing memory e�ciency is an issue, then it ma y mean that a di�eren t

set of op erators (that is, those ones that mak e least use of memory resources) w ould need

to b e utilized.

It no w app ears that the review of systolic arc hitectures is of su�cien t signi�cance to

w arran t the publication of a separate article in some appropriate v ehicle. Suc h a review

should b e accompanied b y a study of the de�nition of the matrix \ring", in terms of

op erators that include a generalized matrix pro duct in addition to the usual de�nition of

m ultiplic ation within the matrix ring. The de�nition of suc h a ring should enable a �rm

grasp to b e made on a \general systolic arra y".

It seems surprising that no algebra exists de�ning a computer enhanced b y a systolic

arra y . The theory of automata con tains examples indicating ho w this can b e done. Also,

the published w ork on systolic arra ys do es not address in an y w a y the matrix op erators

in mo dular arithmetic on Galois �elds. This is a surprising omission in the literature.

Although the w ork on SCAP , orbital arc hitectures and ISA's has indicated the p ossibilit y

of generalit y , more w ork needs to b e done on these arc hitectures to pro v e they are satis-

factory . F or example, the published descriptions of SCAP do not outline, or ev en discuss,

the problem of requiring input of t w o matrices. The published w orks of P orter (1987) and

Ara v ena (1988) on the other hand do not discuss the problem of v arying job size and y et

the arc hitecture has the distinct adv an tage of allo wing a matrix to b e held in the arra y .

Similar statemen ts can b e made regarding the published w ork on ISA's. Also, in the ISA

publications, \memory managemen t" is a topic that is conspicuous in its absence.

More w ork needs to b e done on the dev elopmen t of an e�cien t matrix in terface whic h do es

not rely on the kno wledge of address generation tec hniques of arc hitectural sp eci�cations.

This could in v olv e the in v estigation as to whether the use of in�nite length FIF O queues

to the systolic arra y has an ything to do with this.

Impleme n ting algorithms on a systolic arra y that are dep endan t on the Hadamard pro duct

has dra wbac ks in that the Hadamard pro duct is signi�can tly slo w er than the other matrix
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primitiv e s: a fast systolic implem en tation of the Hadamard pro duct w ould solv e this

problem. Ev en though Clark e & Marw o o d (1990) dev elop ed a solution to this problem, it

is still imp ortan t to determine whic h op erations the systolic hardw are can utilise maxim um

sp eedup or utilise maxim um memory e�ciency , so that an y dev elop ed algorithm can mak e

use of these op erators.

The generation of orthogonal p olynomials has implications in the dev elopmen t of algebra

on computers, as in the sym b olic maths pac k ages suc h as MA THEMA TICA. The question

th us arises: Is a sym b olic matrix co-pro cessor p ossible? This ma y in v olv e tradeo�s suc h

as shorter pro cessing time against increased elapsed time.
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